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Abstract
In this thesis, I investigate the question “How can we discover entities in the
world that we cannot observe directly?” I construe “entity” loosely, but pay special attention to theoretical entities—in contrast to objects that can be directly
measured—in scientific theories, especially psychological “properties” studied by
psychometricians. My research focuses on the apparent conflict between formal,
statistical inference methods that have become more and more widespread in the
social sciences, and claims by scientists such as Bartholomew and philosophers
such as Hempel that such methods, as implemented in digital computers, cannot
uncover important scientific theoretical entities. I defend the spirit, though not
the specifics, of past statistical work in this area, by significantly improving upon
older methods with new methods of my design, and I demonstrate with mathematical proofs, simulations, and applications to real data, that these methods can
accomplish the tasks that were claimed to be impossible. Alongside that work,
I also identify some of the limitations of such approaches, potential strategies
for overcoming these limitations in the future, and lay the foundations for the
development of more methods in very different theoretical and scientific domains.
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Chapter 1
Introduction
How can we discover and learn about entities in the world that we cannot observe directly? Philosophers (e.g. Hempel, (Hempel, 1985)) and scientists (e.g.
Bartholomew (Bartholomew and Knott, 1999)) have claimed that this problem is
impossible to solve with automated methods, both in general and in the specific
domain of social science. The alternative is that human beings have a special
capacity for making such discoveries, or that such discoveries are impossible for
both humans and machines. If they are correct, then that would imply that there
is no principled way to use automated methods to determine, e.g., whether there
is a “general intelligence” value that distinguishes generally smarter humans from
generally less smart humans, or a “depression” value that captures the degree to
which a person is depressed.
In this dissertation I introduce new solutions to the methodological problem
of how social scientists ought to investigate important theoretical terms. The
methods that I develop serve as potential counter-examples to the position that
no such methods can solve those sorts of problems, and I use mathematical proofs,
simulations, and practical scientific applications to argue that they accomplish
this goal.
My approach follows a large body of previous work on this problem. In this
chapter I introduce the core concepts. These concepts will be covered in more
detail in chapter 2.

1.1

Estimating Unmeasured Variables

Unmeasured variables—also called factors, latent variables, or latents—are often
of great interest to scientists, but social scientists in particular are plagued by
the methodological hurdle of not being able to measure the variables that they
want to analyze. Algebra skill, anxiety, impulsiveness, and political unrest, just
4
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to name a few, are all entities that social scientists often want to investigate, but
for which there is currently no tool for measuring these values directly for an
individual or a population.
Adding to the difficulty of the tasks pursued by social scientists, it is often
not only the variables themselves, but the causal relations between the variables,
which are of interest. For example, a scientists might be interested in whether
there is any causal relationship between a person’s level of intelligence and their
level of depression. Perhaps higher levels of intelligence contribute to higher levels of depression, or perhaps they reduce depression, or have no effect at all.
Perhaps it’s the other way around, and increasing or decreasing someone’s level
of depression has an impact on their intelligence. Or perhaps, contrary to how
the investigation was put forward, the notion of level of intelligence, or of level
of depression, is simply not an appropriate way to describe the phenomena we
normally associate with those phrases. It could be that in reality, either of these
terms are more accurately described as multi-dimensional, multi-faceted phenomena, rather than scalar variables, and so talk of someone having a “higher” level
of, e.g., intelligence, is incoherent in the same way that describing one type of
weather as being of a “higher” level than another is incoherent.
Our scientist’s problem has now multiplied into several problems. Can the
folks theory terms be coherently treated as scalar variables? If so, how can they
be measured? Even then, how can those, perhaps imperfect, measurements be
used to learn about their causal relationships, if there are any?
This is not an unusual position for a social scientist to be in, and over the past
century significant effort has been put into addressing these problems in a domaingeneral fashion, rather than attempting to resolve it for every new study. One
strategy in particular has become ubiquitous in the social sciences. Rather than
attempting to solve each of the above-mentioned problems separately, it unifies
them into a single difficult problem, but one that can be formally specified and
evaluated. This strategy is to produce a large set of relevant measurable variables,
by finding them, constructing them, or both, collecting data on these measures,
and then seeing if a multiple indicator model (Bartholomew et al., 2002), using
latent scalar variables, is a good fit for the data.
This strategy is very commonly executed by administering a survey or test,
with questions or “items” that are thought to be measures or indicators of the
latent variables of interest, to some (preferably carefully chosen or randomized)
population of participants. It is generally expected that no single measured indicator will precisely and perfectly measure a latent variable of interest, as the
value of the indicator will be influenced by a variety of additional other factors.
Instead, multiple indicators are used for every latent variable under investigation.
The additional other factors are aggregated into an “error” variable of non-zero
variance.
5
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As an example, a study was run by Bongjae Lee from the University of Pittsburgh to investigate the relationships between Depression, Religious/Spiritual
Coping, and Stress in graduate students (Silva and Scheines, 2004; Silva et al.,
2006). To do so, a survey was created that asked participants a variety of questions, each of which was intended to measure one of the three variables of interest.
The full survey can be found in (Silva and Scheines, 2004).
In order to measure the “level of depression of the subject,” the participants
were directed to choose the level of frequency that specific events happened to
him/her. A total of 20 different events were described, each of which is considered
to be a measure of depression in the folk theory. Some examples are:
• I did not feel like eating; my appetite was poor
• I felt that I could not shake off the blues even with help from my family or
friends
• I felt depressed
• I felt that everything I did was an effort
• I felt sad
• ...
Each of these survey items corresponds to a measured variable, whose value
for any participant is that participant’s answer. The strategy is to overcome the
sources of variation in participant answers that come from sources other than their
level of depression by using a number of indicators whose additional sources of
variation are independent of each other. In other words, a participant’s response
to the “I feel sad” item might vary with factors other than just their level of
depression, and thus would not be a precise estimator of depression. However, if
depression varies with all 20 indicators, then an aggregate of the indicators might
serve as a precise estimate of depression.
This is a rather informal overview of the process, as the details include a
number of mathematical complications, but the end result can be summarized
as a graph, shown in Figure 1.1. This graph is an example of a measurement
model, showing the relationships between an unmeasured entity (in this case,
depression) that practitioners want to estimate, and its relationships with the
measured variables (in this case, survey items) that they want to use to estimate
it.
The relationships captured in this graph are causal relationships. For example, the arrow from Depression to appetite means that Depression causes appetite.
In contrast, there is no arrow from appetite to Depression, and so according to
6

Erich Kummerfeld

Theoretical Entities

Figure 1.1: Model of Question Answers As Indicators of Depression
the model, appetite does not cause Depression. In total, the model indicates that
Depression is the sole cause of all the other variables, and the other variables
have no other effects amongst the variables included in the model. Causal graphs
will be defined thoroughly in the next chapter.

1.2

Estimating Relationships Between Unmeasured Variables

Measurement models can capture the relationships between indicators and unmeasured factors of interest, but they do not include any information about the
relationships that might exist between the factors themselves. A common and
sensible strategy that is employed is to: (a) find measurement models for the
factors of interest; (b) use those measurement models, along with data collected
on the measured indicators in those measurement models, to estimate the values
of the factors in the population from which data was collected; (c) use those
estimated values as input data for a model learning algorithm. The later parts
of this strategy—using indicator data and measurement models to estimate the
values of and infer a model over the factors—have conveniently already been implemented in the MIMbuild algorithm (Silva et al., 2003, 2006), assuming some
additional conditions are met.
MIMbuild is a search procedure that can learn latent connections when each
measured variable has a single direct latent cause and the measured indicators
of each latent are “pure”. I will define “pure” in the next chapter, but as an
example, the measured variables in Figure 1.1 are “pure”. As input, MIMbuild
requires the data collected from the measures, and which latent is a parent of
which measure. Figure 1.2 shows an example input and output of the MIMbuild
algorithm, for a subset of Lee’s data on depression.

7
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(input)

(output)

Figure 1.2: Input and Output Models for MIMBuild

1.3

Isolating Pure Measurements

The difficult problem of investigating unmeasured variables and their relationships might then be solved, if we can be sure that our measurement models meet
the conditions for using MIMbuild. Finding such measurement models, however,
turns out to be quite difficult on its own. Fortunately, significant work has already
been done in this area, culminating in the BuildPureClusters (BPC) algorithm
(Silva et al., 2003, 2006).
BPC is a search procedure for finding a subset of measured variables that are
“pure” and have a single latent parent. Both BPC and the notion of “purity” will
be discussed in more detail in later chapters. Put simply, BPC looks for sets of
measured variables that pass a large set of statistical tests, and these statistical
tests have been proven to relate to the ways in which the measured variables
relate to each other and to any unmeasured variables that might be influencing
them. BPC can be used on the true distribution over the variables, but in practice
the statistical tests use collected data in lieu of the true distribution.
The following example is intended to demonstrate what BPC does, and what
can be accomplished by combining it with MIMbuild. First, I randomly generated
the graphical model shown in Figure 1.3 (a). This graph has four important latent
variables, which form a simple connected graph, which is highlighted. Each of
the four latent variables has a number of measured variables connected linearly
to it. Every measure is connected to one of the latents, and many measures have
no other connections with any other variables, but there are also several measures
with additional connections.
I then used the model to randomly generate ten thousand sample data points.
This is very large for many real-world settings, but for this toy example will ensure
8
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that the algorithm’s output is not impacted by statistical noise. The data was
then used as input to the BPC algorithm, whose output is shown in Figure 1.3
(b). BPC identifies four clusters of measured variables, and any measures not
included in any of those clusters are left out, and listed as being unclustered. The
output from BPC, along with the data set, was then used as input to MIMbuild,
whose output is shown in Figure 1.3 (c). Figure 1.3 (d) highlights how the model
found by MIMbuild is a submodel of the original data generating model, given
that we make the correct identifications between the latent variables in Figure
1.3 (d) and those in Figure 1.3 (a). This submodel is “pure” like the model in
Figure 1.1.

1.4

Multiple Confounding Unmeasured Variables

Aside from issues of purity, it may be the case that there are no indicators which
are common effects of only a single factor. Or it may simply be the case that
the only variables that have been measured happen to have multiple common
causes. In fact, many proposed models of social phenomena are like this. One
example is models used in the debate around “general intelligence,” where the
data from standardized tests that incorporate multiple test topics, such as having
both mathematical and verbal sections, seems to be plausibly modeled such that
every question is an effect both of a “general” factor, and of a special factor
dependent on the type of question.
Figure 1.4 shows an example of such a model, where any given test item is
affected both by a participant’s general intelligence, and another kind of intelligence particular to the test item, in this case either mathematical or verbal ability.
This particular kind of model is called a bi-factor model by social scientists.
In addition to the problem of finding the measurement models, there is currently no MIMbuild algorithm for measurement models where measures can have
multiple common causes. Even worse, there is some evidence that certain types of
latent structures are indistinguishable, at least in terms of the statistical features
that researchers have looked at so far (Spirtes, 2013). Developing an improved
MIMbuild is not a problem that I will tackle in this paper, but I hope that my
work facilitates future research in this area.

1.5

Contributions of This Thesis

The general state of affairs regarding the investigation of unmeasured variables
and their relationships, then, consists of a strategy of using multiple indicator
models to holistically represent the unmeasured variables together with a collection of measured variables. A large number of formal approaches have been
9
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(a)

(b)

(c)

(d)

Figure 1.3: (a) Factor Model; (b) BPC output from data; (c) MIMbuild output
from BPC clusters and data; (d) Corresponding Factor Submodel
developed to implement this strategy, most of which fall under the general umbrella of factor analysis, which will be discussed in the following chapter. This
dissertation focuses on, and further develops, a modern approach that breaks this
strategy into two distinct parts: identifying pure measurement models, and then
learning the latent structure.
Prior to the work contained in this dissertation, the only algorithms developed
for this modern approach were BuildPureClusters (Silva et al., 2003, 2006) for
identifying pure measurement models, and MIMbuild (Silva et al., 2003, 2006)
10
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Figure 1.4: Model of general, mathematical, and verbal intelligence, measured by
test questions.
for using those measurement models to learn latent structures. Both of these
algorithms are limited to cases where each of the unmeasured variables of interest
has a set of at least three measured variables that are not also indicators for any
other unmeasured variable of interest. Or, put more informally, these methods
only work when at least some part of the data generating model looks like Figure
1.1, rather than, e.g., like Figure 1.4.
This thesis extends this strategy by developing new algorithms that can be
used in place of the BPC algorithm. In Chapter 3, I introduce FindOneFactorClusters (FOFC), an algorithm which is correct for the same circumstances as
BPC, but is far faster and scales to much larger sets of measured variables, and
appears to be more reliable at small sample sizes. In Chapter 4, I introduce
the FindTwoFactorClusters (FTFC) algorithm, which operates in a manner very
similar to FOFC, but for measurement models where the measures serve as indicators for two, rather than one, unmeasured variable, like in Figure 1.4. I do
not introduce a new MIMbuild that also works in this setting, but hope that this
work on FTFC facilitates future research in that direction.
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Chapter 2
Background
In this chapter I introduce the necessary background for understanding the rest
of this dissertation. I will begin with a review of Structural Equation Models
(SEMs) in Section 2.1, followed by a review of various Latent Variable Models
(LVMs) in section 2.2. Factor analysis, the most widespread family of methods for
learning about LVMs from data, will be quickly reviewed in section 2.3. Finally,
in section 2.4 I will review some recent work that has laid the foundations for the
algorithms introduced in later chapters.

2.1

Structural Equation Models

Later chapters of this dissertation will be focused on searching for latent variable
linear structural equation models, so first I will explain what that means. This
dissertation uses a very general notion of Structural Equation Model (SEM),
although other authors have used the term for more specific model types. For a
more thorough explanation of general SEMs, see (Bollen, 1989).

2.1.1

Notation

I will be using the following conventions in this chapter. Random variables use uppercase italics letters, generally near the end of the alphabet (X, Y ); un-italicized
uppercase letters, often followed by a number (X1, X5); or  (differentiating substantial variables from error terms). Free parameters and other fixed quantities
use lowercase italics, generally near the beginning or middle of the alphabet (a,
b, n). Matrices and sets of random variables are in boldface (I, V, W). Graphs
and models will be in calligraphy (G, M); it should be clear from context which
are which. Other objects, such as distributions or sets of functions, will generally
be denoted by greek letters, both uppercase (Θ, Φ) and lowercase (θ, φ).

12
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Graph Terminology

I will quickly review some graph terminology that will be used throughout the
rest of this dissertation. For each term I introduce, I will give an example using
Figure 2.1.

Figure 2.1: Example Graph.
The objects in a graph fall into two categories: nodes and edges. Nodes in
a graph represent variables, and the two terms are often used interchangeably
when discussing the graphical representation of a SEM. X1 is a variable, and X1
is also a node in the graph. Edges in a graph represent relationships between
the variables. They are typically lines connecting one node to another, and in
many cases incorporate additional shapes and symbols along the line. The most
common addition is that of an arrowhead at one end of the line, turning it into an
arrow pointing from one node to another. Such arrows are often called directed
edges, while lines without arrowheads are undirected edges. In the example graph
there is a directed edge connecting X1 and X3.
Two variables, X and Y, are adjacent if there is a single edge connecting X to
Y. Since there is an edge directly connecting X1 and X3, X1 and X3 are adjacent.
The set of a graph’s adjacencies is its skeleton. A sequence of edges that connect
one node to another is a path. In the example graph, there is a path from X1 to
X3 to X2. If a path uses only directed edges, all oriented to point from one of the
end nodes to the other, then it is a directed path. X1 → X3 → X5 is a directed
path from X1 to X5.
If a graph contains only directed edges, like the one in the example, then it
is called a directed graph; graphs that only use plain lines are undirected graphs.
If there is an arrow from X to Y, then X is the parent of Y, and Y is the child
of X. In the example, X1 is a parent of X3, and X3 is a child of X1. If there is a
directed path from X to Y, then X is an ancestor of Y, and Y is a descendent of
X. X1 is an ancestor of X5, and X5 is a descendent of X1. If X and Y are both
parents of Z, then X and Y collide on Z, and the path X → Z ← Y is a collider.
It is a covered collider if X and Y are directly connected by an edge, otherwise
it is an uncovered collider. X3 has both X1 and X2 as parents, and there is no
edge connecting X1 and X2, so X3 is an uncovered collider.
13
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A directed cycle is a directed path that begins and ends at the same node. If
a directed graph has no directed cycles, then it is a directed acyclic graph (DAG).
The example graph is a DAG.

2.1.3

Linear Structural Equation Models

A linear structural equation model M uses two disjoint sets of variables: substantive variables and error variables (Bollen, 1989). The substantive variables are
generally the focus of the model, while the error variables are used to account for
all external sources of variation (noise). Each substantive variable X is assigned
a unique error variable X , representing all noise affecting X.
The most general form of linear structural equation model (LSEM) is the free
parameter LSEM. A free parameter LSEM is an ordered pair, hΦ, Θi. Φ can be
written as a vector equation, V = BV + E, with V being a column vector of size
n of the substantive variables, B being an n by n matrix of real numbers and free
parameters, and E being a vector of size n of the error variables. Θ contains a
family of distributions over the error variables, as well as the parameters for that
family of distributions.
A fixed parameter LSEM can be formed by assigning specific values to all free
parameters in a free parameter LSEM. The resulting model is an ordered pair,
hφ, θi. φ can be written as a vector equation, V = BV + E, with V and E as
above, but with B being an n by n matrix of real numbers only. θ is a joint
distribution over the error variables. φ and θ collectively determine, or entail, a
joint distribution over the substantive variables.
LSEMs are commonly summarized in a path diagram. By convention, the
path diagram of a LSEM is a directed graph, containing the arrow X → Y if
and only if the coefficient for X in the equation for Y is non-zero, i.e. if the
value of B in the row for Y and column for X is non-zero. If the error terms for
variables X and Y are not independent, then the edge X ↔ Y is included in the
path diagram, otherwise it is not. A common convention for path diagrams is to
exclude the error variables if they are uncorrelated. Cases where error variables
are uncorrelated but not independent will not be covered in this thesis. Figure
2.2 shows an example of a LSEM with independent noise terms, and its path
diagram.
In later sections, I will introduce structural equation models (SEMs), a more
general class of models that contains the class of LSEMs. Before doing that, however, I will discuss a structural or causal interpretation of these path diagrams.
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X1
X2
X3
X4
X5

= β5 X5 + X1
= β1 X1 + β4 X4 + X2
= β2 X1 + β3 X2 + X3
= X4
= X5

Figure 2.2: Path diagram and free parameter functions for a LSEM.

2.1.4

Causal Graphs

Practitioners are often interested in causal knowledge, rather than just descriptively accurate models. To that end, we often want more than just a path diagram: we want a causal graph (Pearl, 2000; Spirtes et al., 2000). In a causal
graph, the arrows of the path diagram represent causal relations, such that the
variable at the tail of the arrow causes, under at least some circumstances, the
distribution of the variable at the arrow head. If the arrow A → B is in the
graph, then A is a direct cause of B, relative to the set of substantive variables.
If there is a sequence of arrows pointing from A to B, and another sequence of
arrows pointing from B to C, then A is an indirect cause of C.
In contrast, if there is no sequence of arrows pointing from A to B—i.e. if A
is neither a direct nor indirect cause of B—then the graph entails that A does
not cause B. For example, if we treat Figure 2.3 as a causal graph, then it entails
that X5 is a direct cause of X1 and an indirect cause of X2 , but neither X1 nor
X2 causes X5 .
Throughout this thesis, I will be using an interventionist account of causation,
which is covered in more detail in (Woodward, 2003). This account of causation
is typical for causal graphs. In this account, what is meant by A causes B is,
roughly: under some circumstance, an intervention or manipulation of A from
outside the system being modeled will result in a change in the distribution of
B. In terms of interventions, X is a direct cause of Y relative to set of variables
V if there is a pair of interventions on V \ Y s.t. the distribution of Y resulting
from the two interventions is different, and the two interventions are the same in
all ways except in how they manipulate the value of X.
Scientific experiments provide common real world examples of interventions.
When performing an experiment, scientists typically intervene on or manipulate
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different variables in different ways, such as by assigning a variable a specific
value, randomizing the value of a variable, or modifying the variable’s value in
other ways. For example, in (Encarnacion et al., 1973), scientists intervened on
the diets of guinea pigs by feeding different groups of guinea pigs diets that contained different amounts of dietary ascorbic acid (vitamin C), but were otherwise
identical. They then intervened on the amount of adrenocorticotropic hormone
(ACTH, a stress hormone whose production is triggered by biological stress) that
stimulate the guinea pigs’ adrenal glands by bathing their adrenal gland tissue in
different levels of ACTH. They measured the amount of adrenal corticosteroids
released over time by the adrenal gland tissue in response to these interventions.
The goal of this study was to determine if and how dietary ascorbic acid causes
a difference in how adrenal glands respond to stress hormones. In causal graph
terms, they were investigating whether there is a causal directed path from dietary ascorbic acid levels to adrenal corticosteroid production, in particular one
that interacts with, or depends upon, the amount of ACTH in the animal.
It is important to note that there are SEMs with different path diagrams, and
thus different causal graphs with different predictions regarding the consequences
of manipulation, which nonetheless entail the same joint distribution over the
substantive variables (Spirtes et al., 2000). Practitioners almost always focus on
one or another subclass of SEMs, and the extent of this sort of underdetermination
varies across those subclasses significantly.

2.1.5

General SEMs

A structural equation model (SEM) is a generalisation of a LSEM (Bollen, 1989).
In a SEM, the equations that relate the substantive variables to the other substantive variables and to their error term can be nonlinear. Like LSEMs, there
are both free parameter SEMs and fixed parameter SEMs.
SEMs can be summarized in a path diagram in much the same was as LSEMs,
however the conditions for the presence of an edge are, appropriately, more general. By convention, the path diagram of a SEM is a directed graph, containing
the arrow A → B if and only if A is a non-trivial argument of the equation for B.
Two simple examples of nonlinear relationships include a child variable scaling
with the square of its parent, or with the product of its parents. Figure 2.3 gives
an example path diagram for a SEM, along with the equations for its substantive
variables.
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X1 = fX1 (X5 , X1 )
X2 = fX2 (X1 , X4 , X2 )
X3 = fX3 (X1 , X2 , X3 )
X4 = fX4 (X4 )
X5 = fX5 (X5 )
(x1 , x2 , x3 , x4 , x5 )
P (x1 , x2 , x3 , x4 , x5 )

=

Figure 2.3: Path diagram, functions and noise distribution for a SEM.

2.2

Latent Variable Models

A Latent Variable Model (LVM) assumes that there is a true SEM generating
the data, but does not assume that all the substantive variables in that SEM
are measured. Substantive variables in the SEM that are not measured will
be referred to as unmeasured variables, latent variables or latents. LVMs are
widely used in statistics and machine learning, and there are many important
types of LVMs that have been used successfully in practical applications such
as automating handwriting detection and making movie recommendations, but
most of that work is beyond the scope of this dissertation.
When researchers use causal models with latent variables, they are often focused either on learning about the observed variables and their relationships, or
on learning about the unobserved variables and their relationships. This project
focuses on the latents themselves, and so falls under the second category. As
such, the LVMs that are investigated are those where the latent variables and
their relationships are explicitly represented.
When observed variables are the focus, the presence of latent variables poses
a problem because the latents can induce inference errors regarding the observed
measures and their relationships. In such instances, the goal is to find methods
for protecting the researcher from making errors of that type. These projects
typically focus on path diagrams that do not include explicit representations of
latent variables. One such project, which uses a richer set of edge types than
previously discussed, is discussed in the next section.

2.2.1

Uncorrelated-Factors Models

A frequently used and analyzed class of models is that of linear SEMs with
exogenous independent latent variables, or factors, and no additional edges or
correlations between the measured variables or their error terms. Such models
are often called simply “factor models” in the literature, but as with my treatment
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of SEMs, I use the term “factor model” to refer to a broader class of models, and
will instead refer to LSEMs with independent latent variables uncorrelated-factors
models (UFMs).
A natural and commonly made distinction within the class of UFMs is the
number of factors in the model. nu-factor models are UFMs with n factors. For
example, 1u-factor models are UFMs that have only a single factor, 2u-factor
models have two factors, and so on. nu-factor models are often called simply
n-factor models in the literature, however it will be more convenient for me to
reserve the n-factor model terminology for a different class of models, as they
will be the focus of the next two chapters.1 Figure 2.4 gives an example of a
1u-factor model and of a 2u-factor model (recall that uncorrelated error terms
are not shown in a path diagram).

(a)

(b)

Figure 2.4: (a) A 1u-factor model; (b) a 2u-factor model.
UFMs can be represented in a few different ways. Figure 2.4 used graphical
representations to show the functional dependence of the measures on the factors.
The LSEM for the 1u-factor model depicted graphically in Figure 2.4 (a) is:
X1
X2
X3
X4

F1 = F1
= b1 F1 + X1
= b2 F1 + X2
= b3 F1 + X3
= b4 F1 + X4

UFMs have another more succinct representation than that shown above, in
which the entire model is summarized in a single line using linear algebra. Doing
so will require some notation.
1

In the special case of n=1, though, 1-factor models are the same as 1u-factor models.
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Let D be our matrix of tabular data, with n rows (corresponding to the
number of samples or data points) and p columns (corresponding to the number
of measured variables). D doesn’t include the values of the factors, by definition,
so let F be a n × q matrix of the values of the factors. w is a q × p matrix
of parameters representing the dependence of the measures on the factors; a
missing edge between a factor and a measure in the graphical model implies that
the corresponding cell in w contains a 0. Finally, let  be an n × p matrix, such
that all the values in the matrix are independent of everything in F, w, and
the other cells of . Further, every value in the same column of  is drawn from
the same distribution.  is the random noise which influences each measure in
addition to the factors.
We can now express a data set as being produced by assigning values to the
components of an LSEM with uncorrelated factors: D = Fw + . As with more
general SEMs, this LSEM can be used to generate data by calculating a new D
from stipulated values for F, w, and the distributions of the columns of . The
factor analysis literature calls F the factor scores, and w the factor loadings.
The factor loadings, in particular, are often brought up in debates surrounding
the interpretation of the factors and the overall justification of particular factor
models, such as Spearman’s g theory. I will discuss that more in section 2.3.

2.2.2

Bi-factor Models

In a bi-factor model, each measured variable is the child of exactly 2 latent
parents. Among the latents, one of them, the primary or general factor, is a
parent for all the measures. The other latents have measured children such that
every latent has at least one measured child, and collectively the sets of their
descendants form a partition over the entire set of measures: every measure has
for its parents the general factor, one special factor, and nothing else. Figure
(2.5) shows an example of a path diagram for a bi-factor model.

Figure 2.5: A bi-factor model.
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Multiple Indicator Models

UFMs are a special kind of multiple indicator model (MIM). An indicator, or
measure, is a measured descendent of a latent variable of interest. As a consequence, in a MIM no measured variable causes a latent variable. As a measured
descendent of an unmeasured variable, indicators are supposed to indicate something about the value of the unmeasured variable. In a MIM, each latent variable
has multiple indicators that can collectively be used to estimate the value of the
latent more accurately than any single indicator. Larger numbers of indicators
are generally preferred.
Unlike in UFMs, latents are often directly connected in MIMs. Given a path
diagram for a MIM, the MIM’s structural model is the path diagram for the MIM
without including any of the measured variables or the edges to or from the measures: what remains is only the model’s latent variables, and their relationships.
Another useful submodel of any MIM is its measurement model, which is the path
diagram for the MIM minus any of the relationships between the latents, i.e. all
the edges included in the structural model. It is often useful to talk only about
the structural or measurement model of a MIM, since in practice the two submodels are important for different parts of the problems investigated by scientists.
In many cases, the structural model is the actual target of investigation, e.g. for
scientists investigating whether stress causes depression, while the measurement
model is merely a means towards that end, e.g. whether certain survey questions
are plausible indicators of depression is often not considered interesting in and of
itself. Identifying these submodels also serves a purpose beyond just demarcating
scholarly interest, as it is useful to define classes of MIMs whose measurement
submodels only, or structural submodels only, meet certain conditions.
One such condition is purity. A pure measurement model is one which contains
no impurities. The definition of impurity is somewhat context dependent and will
be revisited formally in the next section, but informally can be understood as any
edge between a measured variable and any other variable that it is not supposed
to be an indicator for. Figures 2.6 and 2.7 both contain graphs with impurities.

2.2.4

Pure n-Factor Measurement Models

n-factor measurement models are multiple indicator models in which each indicator has n latent parents in addition to its “error” variable. Here, and in future
chapters, I focus on 1-factor measurement models and 2-factor measurement models. “Pure” measurement models have properties that make them easy to find,
regardless of the structural models, and for that reason the strategy we will adopt
in this paper is to search for a subset of variables that form a “pure” measurement model. This strategy has been previously applied for 1-factor measurement
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models in (Silva et al., 2003, 2006). In order to define a “pure” measurement
model I need to define a couple new terms.
A set of variables V is causally sufficient when every direct cause of any two
variables in V is also in V, and there are no correlated errors. A causally sufficient
set of variables V is minimally causally sufficient when no proper subset of V is
causally sufficient.
If O is a set of indicators, and V is a minimally causally sufficient set of
variables containing O, then an n-factor model for V is a model in which there
is a partition P of the indicators, where each element of the partition is a set of
indicators, all of which share the same n latent parents; if in addition there are
no other edges (either directed, or bidirected representing correlated errors) into
or out of any of the indicators, the measurement model is pure. Any n-factor
model whose measurement model is pure is a pure n-factor model.
Figure 2.6 shows two 1-factor measurement models, one impure and one pure.
There are two sources of impurity in Figure 2.6 (a): X1 is a parent of X6, and
X5 has two latent parents, L1 and L2. However, note that the sub model shown
in Figure 2.6 (b) is a 1-pure measurement model, because when the variables X5
and X6 are left out, there are no edges between measured indicators, and each
measured indicator has at most 1 latent parent.
Any subset S of O for which every member of S is a child of the same latent
parent, has no other latent parents, is adjacent to no other member of O, and
has a correlated error with no other member of V is 1-pure; otherwise the subset
is 1-mixed. In Figure 2.6 (a), {X2, X3, X4, X5} is 1-pure, but {X3, X4, X5, X6}
and {X7, X8, X9, X10} are not 1-pure: X6 has a second latent parent, and X7
has a measured parent.
Figure 2.7 shows another example of an impure measurement model, in this
case a 2-factor model. There are three impurities in this model: X1 is a parent of
X9 , X15 has three latent parents, L2 , L3 , and L4 , and L5 is a latent parent of X8
and L1 . However, note that the sub-model that does not contain the vertices X1 ,
X8 , X9 and X15 is a 2-pure measurement model, because when those variables
are not included, there are no edges out of any indicator, and the only edges into
each indicator are from their two latent parents.
Given a measurement model, any subset S of O for which every member of S
is a child of the same n latent parents (and has no other parents), is adjacent to
no other member of O, and has a correlated error with no other member of V, is
an n-pure subset. In Figure 2.7, {X2 , X3 , X4 , X5 , X6 , X7 } is a 2-pure sextet, but
{X10 , X11 , X12 , X13 , X14 , X15 } and {X2 , X3 , X4 , X10 , X11 , X12 } are not.
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(a)

(b)
Figure 2.6: (a) Impure 1-factor model; (b) Pure 1-factor submodel.

2.3

Alternative Methods For Searching For Causal
Graphs

In this section I introduce factor analysis (FA) because it is a commonly used
method for discovering latent variable models. Whether or not the interpretation
of the output of these methods is intended to be causal is unclear, but practitioners often interpret models produced by FA that way. In later chapters I will
introduce alternative methods of my own.
Factor analysis is a collection of methods for learning factor models from
data, such as the uncorrelated-factors models introduced in the last chapter.
The strategy these methods use to do so is to focus on the covariation statistics
amongst the observed variables, rather than trying to fit a factor model to the
entire observed distribution. In particular, this approach removes any variability
in model discovery that might come from trying to estimate the means of the
observed variables in addition to their covariation.
In general, factor analytic methods are divided into two categories: exploratory
methods and confirmatory methods. Exploratory factor analysis consists of methods that take data as input, and produce a factor model as output. As their
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Figure 2.7: Impure 2-factor model
name suggests, exploratory methods are used to explore the space of factor models, looking for a model which can explain the target statistical features of the
observed variables. Confirmatory factor analysis is used to confirm whether or
not a given factor model is a good explanation for the covariation amongst the
observed variables. In addition to the observed data, these methods also take a
factor model as input, and output a numerical evaluation of how well the factor
model explains the data, usually a p-value.
The following sections will discuss factor analysis in more detail, including
discussions of both exploratory and confirmatory methods.

2.3.1

Uncorrelated Factors Analysis

Much of factor analysis consists of methods for fitting parameters for a given
model structure, and using that information to either evaluate the original structure (confirmatory methods) or to propose a different one (exploratory methods).
There are more complex factor model structures, but much of factor analysis
constrains itself to linear models of the form already described in section 2.2.1:
D = Fw + .
Using a linear UFM as a starting point constrains the possible output models,
as it implicitly rules out ‘measure → factor’ edges and ‘measure → measure’
edges, but does give some freedom for the practitioner to impose certain kinds
of constraints: by forcing certain cells in w to be zero, some of the ‘factor →
measure’ edges can be removed apriori, at the level of the model’s structure, prior
to fitting parameters for the remaining edges. In exploratory methods, the factor
loading matrix w is usually left unconstrained, but the practitioner must provide
the number of factors as input to the method, since that defines the dimensions of
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F and w. When using confirmatory methods, w may be constrained to contain a
large number of 0s, distinguishing which variables are indicators for which factors.
The aim of factor analysis is to explain the covariation between the measures.
If the correct factor model is found (i.e. the correct F and w), then the columns
of  should be independent of each other (recall that in that representation, D is
data, with each column representing a different variable and each row representing
a different data point, and likewise with  and Fw). In general, the goal is to
identify a factor model with as few factors as possible, such that Cov() is a
diagonal matrix (or very nearly so). More precisely, the goal is to choose the
smallest F and w such that Cov(D) − Cov(Fw) ≈ ∆, where ∆ can be any
diagonal matrix.
If we adopt a particular popular error metric, the sum of squared errors, then
the objective function factor analysis aims to minimize is:
X
[Cij (D) − Cij (Fw)]2
i6=j

where Cij (M) returns the value of the cell in the i’th row and the j’th column of
the covariance matrix of the matric M. Generally this needs to be modified with
some sort of penalty for using a large number of factors, as the sum can always
be made 0 by using a number of factors equal to or greater than the rank of the
sample covariance matrix.
Factor analysis is a special case of a more general problem in statistics, that
of approximating a full-rank matrix with a lower-rank matrix. In this case, it is
only the off-diagonal elements that need to be approximated; this is a notable
difference between factor analysis and principal components analysis (PCA), in
which the full covariance matrix is being approximated, including the diagonal
elements.2 Despite this difference, the relative ease of PCA, combined with its
objective function being similar (if not the same) as that of factor analysis, means
that methods used for PCA are often employed as heuristic methods for factor
analysis.
After finding an F and w by minimizing the objective function, exploratory
and confirmatory factor methods diverge. I will cover each separately.

2.3.2

Exploratory Factor Analysis

When a w is fit, the resulting matrix often has no more 0s than it was constrained
to have. Certain objective functions might produce a large number of 0s in w
2

PCA minimizes the Frobenius norm of the difference between the sample covariance matrix
and the approximating matrix. Essentially, it measures the size of the matrix of their cell-wise
differences in a manner similar to measuring the size (norm) of a vector.

24

Erich Kummerfeld

Theoretical Entities

on their own, but that is not typical of the objective functions that are used
in practice, such as the Frobenius norm. Exploratory factor analysis methods
identify cells in w that should be constrained to be 0 in a later analysis.
A simple method is to look at the factor loadings and treat as 0 any loadings
that are below some threshold value, such as 0.5, and to remove those edges from
the path diagram of the resulting factor model. A more complex method is to
use a factor rotation. If the model that was fit included two or more factors,
then there are an infinite number of ways to “rotate” F and w that produce
the same Fw matrix. Some of these rotations will have more 0s in w than
others, which correspond to simpler factor models as the path diagram will have
fewer edges in it. There are numerous proposed factor rotations, and a thorough
discussion of them is beyond the scope of this dissertation. See (Thompson,
2004) for a review of various factor rotation methods. The main issue regarding
factor rotations that is relevant to this dissertation is that there is currently no
factor rotation that is demonstrably superior to all of the alternatives, leaving
the choice of factor rotation as an open problem for practitioners. This makes it
difficult to interpret the results of factor analysis causally, since there are many
statistically equivalent models, resulting from different rotations, which produce
different causal structures. I will return to this issue in chapter 5.
When using exploratory factor analysis on real world data, the final step is
commonly to provide an interpretation of the factors based on the measures that
they remain connected to and their loadings. This step is performed entirely by
the human researchers, and relies on human expertise and intuition.

2.3.3

Assumptions

As already mentioned, solving the parameter fitting problem described above
requires assumptions that we might be hesitant about, but these assumptions
have not trivialized the problem. Even under these generous conditions, the space
that needs to be searched is large and complicated, due to the interaction between
F and w; finding F and w that diagonalize Cov() while minimizing the number
of factors and free parameters is hard. The many methods that collectively form
exploratory factor analysis all attempt to solve this problem in full or in part,
but none of them have been wholly succesful, and many are purely heuristic.
It should be noted, however, that when the structural assumptions, assumed
number of factors, and distributional assumptions (required for the parameter
fitting methods) are correct, these methods still perform well.
The precise assumptions required for exploratory factor analysis will vary
from method to method, but for the sorts of models just described the standard
assumptions are the following. First, the methods assume that the measures
are Normally distributed. Second, it is assumed that each measure is a linear
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function of the factors. Third, it is assumed that no measure is a cause of any
other measure. These latter two assumptions are implicitly made by the structure
of the factor model being searched for: D = Fw + . Fourth, standard factor
analysis assumes that there are no factors that aren’t a direct parent of any
of the measures; this rules out factors which might be common causes of the
other factors, for instance. Finally, the methods require the number of factors be
given as input, and so for the output model to be correct, it must be assumed
that the input number of factors is correct. This last assumption is particularly
problematic, and practitioners are generally forced to rely on one of a variety of
heuristics.
Overall, the correct application of factor analysis requires that a variety of
strict assumptions all be true. Some scientists consider this limitation to be a
severe weakness of these methods: “When we come to models for relationships
between latent variables we have reached a point where so much has to be assumed
that one might justly conclude that the limits of scientific usefulness have been
reached if not exceeded.”(Bartholomew and Knott, 1999)

2.3.4

How Many Factors?

One common method used by practitioners to attempt to answer this question
is the Cattell scree test. This test is essentially to eyeball a scree plot: a plot
of the eigenvalues of the covariance matrix, plotted in decreasing order. The
method calls for one to look for an “elbow” where the eigenvalues stop decreasing
so quickly and the plot becomes relatively flat. The intuition here is that if
there are n factors, each influencing multiple measured variables, then it should
take n eigenvectors to recover a significant part of the data’s variation, since
the variations of the observed variables are due in part to the variations of n
unobserved variables. Figure 2.8 shows an example of a scree plot, displaying the
10 largest eigenvalues from a real world data set. This plot was produced using the
princomp and screeplot functions in R, from survey data I have access to (paper
in preparation). The survey was filled out by approximately 500 students taking
introductory philosophy courses, and it included 54 questions for the students
to answer on a 5 point scale regarding their thoughts and feelings about their
introductory philosophy course and philosophy in general. Based on this scree
plot, one might consider using 1, 2, or 4 factors to model their responses to these
questions.
Another common method is the Kaiser criterion, which is the default in most
statistical software. The Kaiser criterion counts the number of eigenvalues which
are greater than 1, and uses that number as the number of factors. Another
method is to keep as many factors as is needed to account for some proportion
of the total variance, which could be anywhere from 50% to 90%. The intuition
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Figure 2.8: A scree plot.
behind all of these tests is loosely the same: the n factors are expected to correspond to the dominant eigenvectors that explain a large portion of the variation
in the data.
In general, these methods are similar to those used for choosing the number of
principal components to reduce a data set with principal component analysis; the
orthogonal basis vectors used for the data reduction span as much of the data’s
variance as possible, and it is hoped that the latent variables of the factor model
explain as much of the variance as possible, and make the measures conditionally
independent, or nearly so. Of course, such methods do not seem well motivated
in terms of identifying the number of important causal factors that should be
included in the model. They seem more concerned with explaining as much of
the variance as they can with as few factors as possible, rather than considering
the higher-order entailments, such as the tetrad equations. Methods based on the
eigenvalues of the data also inherently incorporate variance information about the
individual measured variables; such information is purposefully not used in factor
analysis, and should not be allowed to influence the estimated number of factors.
A more principled approach is to use the above parameter fitting approach
with a range of different numbers of factors, thereby allowing for the direct comparison of the different choices, rather than treating the number of factors question as a PCA problem (I mentioned previously why this is a problematic approach: PCA optimizes a different objective function than factor analysis). With
this additional information, one could use methods such as choosing the minimum
number of factors that produces a model that fits the data at a given significance
level, or choosing the number of factors whose model maximizes some score, such
as the Bayesian Information Criterion.
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Another approach that utilizes the Normality assumption is to use log-likelihood
ratio significance tests, using the output of a chi-square test to see if the improvement of fit for a larger number of factors is equal to or less than what would be
expected if a lower number of factors was the correct model. However, this approach requires doing multiple tests, as each pair of different numbers of latents
needs to be tested separately, and so it suffers from the general problems of
multiple hypothesis testing.
Simulation studies by (Glymour, 1997) and (Silva et al., 2006) have shown
that the FA methods for solving this problem are not reliable.

2.3.5

Confirmatory Factor Analysis

With confirmatory factor analysis, the goal is not to find a good factor model,
but to evaluate a given factor model. The w used to fit the model has already
been constrained to have particular cells be 0, leaving the factor model with a
prescribed set of free parameters to estimate. Exploratory factor analysis may
have been used to generate the model being evaluated, or it may have been
developed by an expert.
Once the model has been fit according to some objective function, as described earlier, the fit model is evaluated according to one of a variety of tests.
A commonly used test is the chi-square test, which assigns the fitted model a
p-value based on the difference between the observed covariance matrix and the
model’s entailed covariance matrix. Calculating the chi-square score is itself a
problem, as it also requires a parameter for the degrees of freedom of the model
being fit; the correct degrees of freedom parameter for the chi-square distribution
is nontrivial to calculate, and so in practice the number of free parameters in the
free-parameter SEM prior to fitting is often used instead as a heuristic. It is a
heuristic because depending on the model, freeing another parameter may not
increase the set of distributions compatible with the model.
There is informal evidence that many proposed MIMs fail confirmatory factor
analysis, but it is difficult to produce data about this claim since failed confirmatory tests are often not published or reported. Developing exploratory methods
for finding models that more reliably pass confirmatory tests is thus an important
open area of research. This dissertation contributes to this open area of research
in future chapters.

2.3.6

Spearman and Tetrad Equations

Factor analysis has long been a part of the general practice of using theoretical
terms that are not found in the data, or in the questions scientist ask. For
example, one might ask why there is, descriptively, a robust positive correlation
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between students’ test scores. In 1904, Spearman gave what is now called a
1-factor model to explain this phenomenon. Spearman proposed the existence
of a single unobserved variable (the one factor) which he called g for “general
intelligence”, and proposed that the observed test scores were determined by
that student’s value for g, plus some unpredictable random noise. He did not
use factor analysis to reach this conclusion, as such methods didn’t exist then,
but proposed it on its own grounds, and laid the foundations for what would
later become factor analysis. Importantly, Spearman identified that his model
entailed more than just the correlations between the test scores: he discovered
that any pure 1-factor model entails that the correlations of the true distribution
from which the observations were drawn must satisfy certain equations, called
the tetrad equations.
Tetrad equations are relatively simple equations about the elements of a covariance matrix. Let C be the covariance matrix of the distribution of observed
variables generated by a 1-factor model. Let Cij be the covariance between the
i’th and j’th variables. The tetrad equations are of the form Cij Ckl = Cil Ckj ,
where i, j, k, and l are distinct measures. When one says that the tetrad equations are satisfied over some set of variables, it means that for every distinct set
of four variables, the corresponding tetrad equation is true. The claim that a
model entails the tetrad equations means that, for any assignment of values to
the model’s linear coefficients, the tetrad equations are entailed to be true of every subset of four distinct observed variables in the model. In contrast, if a model
is merely compatible with the tetrad equations, then the tetrad equations may
or may not be entailed for any given set of four observed variables, depending on
the values assigned to the model’s linear coefficients.
For convenience, V

a1 a1 V

 a1 a2 V
C=

 a1 a3 V
a1 a4 V

= V ar(L1).


a2 a1 V

a3 a1 V

a4 a1 V

a2 a2 V

a3 a2 V

a2 a3 V

a3 a3 V

a2 a4 V

a3 a4 V


a 4 a2 V 


a 4 a3 V 
a 4 a4 V

Note that, e.g.:
a1 a3 V ∗ a2 a4 V = a2 a3 V ∗ a1 a4 V
Figure 2.9: Example of a subgraph and sub-covariance matrix.
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Modern Factor Analysis Methods

These methods make strict structural assumptions which generally aren’t tested,
but often have desirable theoretical properties if their assumptions can be satisfied.
Jennrich and Bentler (Jennrich and Bentler, 2011) give a search algorithm for
finding bi-factor models. The search algorithm they provide requires the number
of latents be given as input, since it only rotates a given matrix of factor loadings.
However, it does so by means of an objective function that it is trying to minimize,
and which is bounded below by 0, so if the data does not fit a bi-factor model
of the number of factors given as input, then the value of the objective function
should be a signal that this is the case. This suggests a way to use this method
to determine the number of latents, as per a general approach described earlier:
fit the factor loadings for a range of different number of factors, and find the
lowest number of factors which produces a model which does well on Jennrich
and Bentler’s objective function for bi-factor models.
In (Elidan and Friedman, 2005; Elidan et al., 2000), the authors give an algorithm called FINDHIDDEN, which introduces latent variables as common causes
of densely connected regions of a DAG learned through Bayesian algorithms for
learning Bayesian network structures. FINDHIDDEN iterates a process of introducing latent parents for semi-cliques of observed variables, and can produce
factor models with multiple factors. Their algorithm has the advantages of not
taking as input the number of factors and not assuming away ‘measure → measure’ edges, but the disadvantage that it has not been given a correctness proof.
Zhang and Stout (Zhang and Stout, 1999) describe an algorithm called DETECT, which assumes that all the measures share a single “dominant” latent
ancestor, but that there may be secondary latent variables which influence different clusters of measures. DETECT attempts to identify those measure clusters
such that every measure in a cluster shares the same secondary latent parent,
and such that measures in different clusters do not share the same secondary
latent parent. Unfortunately, it is unknown how reliable DETECT is when the
underlying data generating model has some of the impurities discussed so far,
such as ‘measure → measure’ edges (Bonifay et al., 2015).

2.4

Algebraic Constraints On Covariance Matrices

In this section I will explain theorems that relate graph structure to algebraic
constraints on the observed covariance matrix. I will be utilizing these constraints
in the following chapters to search for linear causal models. In those chapters, I
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will describe algorithms that search for models that entail the constraints found
in the sample covariance matrix, as judged by statistical tests.

2.4.1

Treks

The correctness proofs for the algorithms introduced in the next two chapters
rely on theorems about trek separation. A trek in G from X to Y , X 6= Y , is an
ordered pair of directed paths (P1 ; P2 ) where P1 has sink X, P2 has sink Y , and
both P1 and P2 have the same source Z. The common source Z is called the top
of the trek, denoted top(P1 ; P2 ). Note that one or both of P1 and P2 may consist
of a single vertex, i.e., a path with no edges. A trek (P1 ; P2 ) is simple if the
only common vertex among P1 and P2 is the common source top(P 1; P 2). Let
A, B, be two disjoint subsets of vertices V in G, each with two distinct vertices
as members. We let T(A, B) and S(A, B) denote the sets of all treks and all
simple treks from a member of A to a member of B, respectively. We say that
the vertex X trek separates (or t-separates) A from B if for every trek in S(A, B)
P1 contains X or for every trek in S(A, B) P2 contains X (Sullivant et al., 2010).

2.4.2

Choke Points and Tetrads

The following theorem shows how the set of vanishing tetrad differences entailed
by a directed acyclic graph can be calculated relatively quickly.
Theorem 1. A directed acyclic graph G linearly entails tetrad constraint ρ(X, Y )ρ(Z, W ) =
ρ(X, Z)ρ(Y, W ) if and only if there is a vertex L (the choke point) in G that trek
separates {X, W } from {Y, Z} (Spirtes et al., 2000).
Consider separating {X1, X2} from {X3, X4}. All paths from {X1, X2} (in
red) to {X3, X4} (in blue) must pass across a red edge and a blue edge. The red
and blue edges all have L1 as their source. As such, all treks from {X1, X2} to
{X3, X4} contain L1 at their source. L1 is thus a choke point separating {X1,
X2} from {X3, X4}. Since a choke point exists, by Theorem (1), the determinant
of covariance submatrix {X1, X2} by {X3, X4} is entailed to vanish.
In contrast to the path diagram in Figure (2.10), consider separating {X7,
X8} (red) from {X6, X9} (blue). There is a trek from X6 to X7 through L1,
so if there is a chokepoint between red and blue, it must be one of those three
nodes. However, there are other treks from red to blue which do not include any
of those variables. L2 is a parent of both X8 and X9, and so is the source of a
trek connecting X8 and X9, and there is also a direct edge from X8 to X9. Since
the intersection of the sets of potential choke points is empty, there is no choke
point that separates {X7, X8} from {X6, X9}, and by the “only if” clause of
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Figure 2.10: Choke Point
Theorem (1), the determinant of covariance submatrix {X7, X8} by {X6, X9} is
not entailed to vanish.

Figure 2.11: No Choke Point

2.4.3

Generalizing Trek Separation

The definitions of trek separation and choke set can also be generalized. Let A,
B, CA , and CB be four subsets of the set V of vertices in G, which need not be
disjoint. We say that the pair (CA ; CB ) trek separates (or t-separates) A from B
if for every trek (P1 ; P2 ) from a vertex in A to a vertex in B, either P1 contains
a vertex in CA or P2 contains a vertex in CB ; CA and CB are choke sets for A
and B. (Note that a choke point is a special case of a choke set equal to {X; ∅}
or {∅; X}).
For two sets of variables A and B, and a covariance matrix over a set of
variables V containing A and B, let cov(A, B) be the sub-matrix of the covariance
matrix that contains the rows in A and columns in B. The rank of matrix M is
the size of the largest set of linearly independent columns of M. The following
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generalization of the choke point theorem has recently been discovered.
Theorem 2. For all linear directed acyclic graphical models G, the sub-matrix
cov(A, B) has rank less than or equal to r for all covariance matrices consistent
with the directed acyclic graph G if and only if there exist subsets CA , CB ⊂
V(G) with #CA + #CB ≤ r such that (CA ; CB ) t-separates A from B (where
#CA is the number of variables in CA ). (Sullivant et al., 2010)
Importantly, this theorem applies not only to tetrad equations, but to sextad
equations as well. Sextad equations are similar to tetrad equations: where a
tetrad equation is equivalent to stating that the determinant of a particular 2 by
2 submatrix of a covariance matrix vanishes, a sextad equation says the same for
a 3 by 3 submatrix. And, like tetrad equations, sextad equations can be used
to make inferences about latent variables, although for 2-factor measurement
models, rather than for 1-factor measurement models.
In the case where A and B both have 3 members, if the rank of the cov(A, B)
is less than or equal to 2, the determinant of cov(A, B) = 0. In that case the
matrix is said to satisfy a vanishing sextad constraint since there are six members
of A ∪ B if A and B are disjoint. For any given set of six variables, there are
10 different ways of partitioning them into two sets of three; hence for a given
sextet of variables there are 10 distinct possible vanishing sextad constraints.
In future chapters, it will sometimes be useful to refer to the determinants
of square submatrixes of covariance matrixes of arbitrary size. In general, I will
refer to the determinant of an n+1 by n+1 covariance submatrix as an n-tad (the
change from n + 1 to n is because the determinants of n + 1 by n + 1 covariance
submatrixes are used for investigating factor measurement models with n factors).
In the special case of the sextad (2-tad) equations, this theorem has the following corollary:
Corollary 1. For all linear directed acyclic graphical models G, for #A = #B =
3, the sub-matrix ΣAB has determinant equal to 0 for all covariance matrices
consistent with the directed acyclic graph G if there exist subsets CA , CB ⊂
V(G) with #CA + #CB ≤ 2 such that (CA ; CB ) t-separates A from B.
The sextad equations state that the determinant of ΣAB is 0, so Corollary 1
provides a formal connection between the sextad equations and the paths from the
measures in A to those in B, even if those paths go through unobserved variables.
As such, it can be used to make inferences about latent variables when they are
appropriately connected to the measures.
For instance, in Figure 2.7, let the variables X2 through X4 be A and let B
be the set of variables X5 through X7. Any path from A to B must pass through
either the vertex L1 or the vertex L2. As such, ({L1, L2};∅) t-separates A from
33

Erich Kummerfeld

Theoretical Entities

B, as does ({L1},{L2}) and (∅;{L1, L2}) (Since L1 and L2 are at the top of
all treks from A to B, they are on both sides of every trek). Then by Corollary
1, the determinant of ΣAB must be 0, and the corresponding sextad equation
is true. Since it is entailed by the graph, rather than merely compatible with
the graph, this is a constraint on the possible covariance matrices that could be
produced by that model: a sextad constraint.
Theorems relating trek-separating sets to features of the covariance matrix can
be applied for any n-factor model. In this dissertation, I apply them primarily
to 1-factor and 2-factor models.

2.4.4

Extending to Partially Nonlinear and/or Cyclic Models

The exact definition of linear acyclicity (or LA for short) below a choke set is
somewhat complex, and is described in detail in (Spirtes, 2013). Roughly, a
directed graphical model is LA below sets (CA ; CB ) for A and B respectively, if
there are no directed cycles between CA and A or CB and B, and A is a linear
function with additive noise of CA , and similarly for B and CB . Figure ?? gives
an example of a latent variable model that contains a cycle, but which is still LA
below its latent variables for any pair of sets of measured variables, so long as
the edges from the latents to the measures are linear.

Figure 2.12: The model is LA below the latents.

The following two theorems due to (Spirtes, 2013), which are extensions of
the theorems in (Sullivant et al., 2010), relate the structure of the causal graph
to the rank of the determinant of sub-matrices of the covariance matrix.
Theorem 3 (PETS1). (Peter’s Extended Trek Separation Theorem): Suppose
G is a directed graph containing CA , A, CB , and B, and (CA ;CB ) t-separates
A and B in G. Then for all covariance matrices entailed by a fixed parameter
structural equation model S with path diagram G that is LA below the sets CA
and CB for A and B, rank(cov(A, B)) ≤ #CA + #CB .
Theorem 4 (PETS2). For all directed graphs G, if there does not exist a pair of
sets C0A , C0B , such that (C0A ; C0B ) t-separates A and B and #C0A + #C0B ≤ r,
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then for any CA , CB there is a fixed parameter structural equation model S with
path diagram G that is LA below the choke sets (CA ; CB ) for A and B that
entails rank(cov(A, B)) > r .
Theorem 3 guarantees that trek separation entails the corresponding vanishing
sextad for all values of the free parameters, and Theorem 4 guarantees that if the
trek separation does not hold, it is not the case that the corresponding vanishing
sextad will hold for all values of the free parameters. It is still possible that if the
vanishing sextad does not hold for all values of the free parameters, it will hold
for some values of the free parameters. See (Spirtes, 2013).
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Chapter 3
Causal Clustering for 1-Factor
Measurement Models
3.1

1-factor Measurement Models and Build Pure
Clusters

In this chapter, I turn to the problem of discovering 1-factor measurement models, which were discussed in Chapter 2. This problem has already seen significant
attention from (Silva et al., 2003, 2006), who introduced the BuildPureClusters
(BPC) and MIMbuild algorithms, and demonstrated how they could be jointly
applied to learn completely specified 1-factor measurement models from data.
With simulations, they also demonstrated that when impurities exist in the data
generating model, their method significantly outperforms traditional factor analysis (FA).
BPC did not come without limitations, however. One major drawback was
BPC’s computational cost. BPC required far longer than FA to produce output,
which combined with its poor scaling, greatly limited the scope of problems it
could be applied to. This was compounded by another drawback: BPC’s output
on finite data sets is sensitive to the ordering of the measured variables. Since
running BPC just once is potentially already quite costly, the user may not be
able to explore even a small part of the space of variable orderings, meaning that
practitioners using BPC would often have to just hope that the variable ordering
they happen to use is one that BPC will perform well on.
Despite its limitations, BPC was able to produce 1-factor models that score decently well on a chi-square test in real world settings (Silva et al., 2006). Further,
some recent developments have directly and indirectly pushed back on BPC’s
weaknesses. First, the development of the PETS theorems (Spirtes, 2013), discussed at the end of Chapter 2, suggests that BPC is correct for a broader class
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of SEMs than was originally proven by (Silva et al., 2006). Second, Joe Ramsey
recently optimized the implementation of BPC such that it runs far faster and
scales far larger than was previously thought to be possible. For example, our
simulations in section 3.5 use 48 measured variables, an amount which was previously too large to expect a return from the previous implementation of BPC in a
practical amount of time, but the new optimized BPC produced output in only 9
seconds on average. This implementation can be found in Tetrad version 5.1.0-6
(more information for finding using this program is given in a later footnote).
The rest of this chapter is focused on a new method that I have developed for
discovering 1-factor measurement models, the FindOneFactorClusters (FOFC)
algorithm. I will briefly discuss two useful statistical tests in the following section,
and then introduce the algorithm in detail in section 3.3, and then prove that
it is correct for a broad class of 1-factor measurement models in section 3.4.
In section 3.5, I use simulations to demonstrate that FOFC is more reliable,
and in particular, far faster than even the newly optimized implementation of
BPC. I also compare FOFC to a typical factor analysis method, though such
methods are already known to perform worse than BPC in many situations. In
section 3.6, I apply FOFC to a data set previously analyzed with BPC (Silva
et al., 2006), demonstrating how FOFC is capable of (a) finding much larger
high-scoring models than was done with BPC, and (b) finding a plurality of
high-scoring models, since its increased speed allows for numerous re-runs on
the same data set. The chapter ends with a brief discussion of potential future
directions for research, in section 3.7.

3.2

Two Useful Statistical Tests

The algorithms presented in this chapter and in the following chapter make use of
statistical tests to determine whether particular n-tads vanish. For this chapter,
the focus is on 1-tads, but the statistical tests we use can be applied to n-tads
for any value of n.
There are a variety of statistical tests for vanishing n-tads, but the two used
in this dissertation are Wishart’s test (Wishart, 1928) and a modification of a test
devised by Bollen and Ting (Bollen and Ting, 1993). These tests take data as
input, and return a p-value for whether a particular observed determinant could
have been generated by a distribution in which that determinant is 0. Applying
FOFC to data requires tests like these, and choosing which test to use can impact
FOFC’s performance on actual data.
Both of these tests involve methods for calculating the distribution of the
determinant of the sample covariance matrix, under the null hypothesis that the
true covariance matrix has determinant 0. This distribution is then used to com37
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pute a p-value for that null hypothesis, and the null hypothesis can be rejected if
it falls below some threshold α for the p-value, chosen by the practitioner. Both
tests are asymptotically correct, but are different in terms of their assumptions,
their statistical power, and whether they can be applied to sets of n-tads or only
to one n-tad at a time. Wishart’s test assumes that the distribution of the data
generating model’s observed variables is multivariate normal, and applies only to
individual n-tads. Bollen’s test is asymptotically distribution-free, and can be applied to sets of n-tads rather than to just one. Wishart’s test is statistically more
powerful than Bollen’s test, but that of course requires Wishart’s distributional
assumptions to be true.
Bollen’s asymptotically distribution-free test uses the delta method. Let Σ
be the population covariance matrix of V, a set of observed variables, and let
cij be the element in the i’th row and the j’th column of Σ, i.e. the population
covariance of the i’th and j’th variables in V. Let c be a vector of precisely
the distinct entries of Σ. Let S, sij , and s be the sample versions of Σ, cij , and
c. Under appropriate regularity conditions, the distribution of s is N (c, ΣSS /n),
where N () is the probability density function of the normal distribution, n is
the sample size, and ΣSS is the covariance matrix of the sample covariances
themselves, i.e. the covariance matrix of the elements of S.
Let τ be a vector of vanishing determinants of submatrices of the population
covariance matrix Σ, and let t be the sample version of τ . The elements of τ and
t are then functions of c and s, respectively, although since the determinants in
question are assumed to be vanishing in the population, τ is ultimately a vector
of zeros. By applying the delta method, the limiting distribution of t is found
)0 ΣSS ( δτ
)/n). Given this limiting distribution, the sample n-tad
to be N (τ, ( δτ
δc
δc
differences can be used to calculate a test statistic that asymptotically approaches
a chi-square distribution with degrees of freedom equal to the number of n-tad
differences being simultaneously tested.

3.3

Algorithm

Before describing the algorithm, I will illustrate the intuitions behind it using
Figure 2.6 (a). The figure is reproduced below for convenience in Figure 3.1 (a).
Let a vanishing quartet be a set of 4 indicators in which all 3 tetrads among the
4 variables are entailed to vanish by the PETS theorems. In general, pure sets of
3 variables (pure triples) can be distinguished from non-pure sets of 3 variables
(mixed triples) by the following property: a triple is pure only if adding each of
the other variable in O to the triple creates a vanishing quartet. For example,
in Figure 3.1 (a), T1 = {X2 , X3 , X4 } is a pure triple. Adding any other variable
to T1 creates a quartet of variables which, no matter how they are partitioned,
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will have one side t-separated from the other side by a choke set ({L1 } : ∅).
In contrast, T2 = {X1 , X2 , X3 } is not pure, and when X7 is added to T2 , the
resulting quartet is not a vanishing quartet; when X1 and X7 are on different
sides of a partition, at least 2 variables (including L1 , and X1 or X7 ) are needed
to t-separate the treks between the variables in the two sides of the partition.

(a)

(b)
Figure 3.1: (a) Impure 1-factor model; (b) Pure 1-factor submodel.
The first stage of the algorithm calls FindPureClusters, which outputs Purelist,
a list of pure triples. This is accomplished by testing each triple to see if it has
the property that adding any other member of O creates a vanishing quartet; if it
does have the property it is added to PureList. PassesTest is used to determine
whether a given quartet of variables is a vanishing quartet. It is a function that
takes the following as input: a quartet of variables, a sample covariance matrix,
and the search parameter α that the user inputs to FOFC. PassesTest can use
any test of sets of vanishing sextad constraints, I use the Wishart test (Wishart,
1928). FOFC is also implemented with a modification of the test devised by
Bollen and Ting (Bollen and Ting, 1993), but it is not used here. The list of pure
triples at this point of the algorithm is every subset of X2 through X5 of size 3,
and every subset of X8 through X12 of size 3. X1 , X6 , and X7 do not appear in
any pure triple. GrowClusters then initializes the ClusterList to PureList.
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If any of the pure sets of variables overlap, their union is also pure. So FOFC
calls GrowClusters to see if any of the pure triples in PureClusters can be combined into a larger pure set. Theoretically, GrowClusters could simply check
whether any two subsets on PureClusters overlap, in which case they could be
combined into a larger pure set. In practice, however, in order to determine
whether a given variable o can be added to a cluster C in ClusterList, GrowClusters checks whether a given fraction (determined by the parameter GrowParameter ) of the sub-clusters of size 3 containing 2 members of C and o are on PureList.
If they are not, then GrowClusters tries another possible expansion of clusters
on ClusterList; if they are, then GrowClusters adds o to C in ClusterList, and
deletes all subsets of the expanded cluster of size 3 from PureList. GrowClusters
continues until it runs out of possible expansions to examine.
Finally, when GrowClusters is done, SelectClusters goes through ClusterList,
iteratively outputting the largest remaining cluster C still in ClusterList, and
deleting any other clusters in ClusterList that intersect C (including C itself).
Algorithm 1: FindOneFactorClusters (FOFC)
Data: Data, V, GrowPar, α
Result: SelectedClusters
P urelist = FindPureClusters(Data, V, α)
Clusterlist = GrowClusters(P urelist, Growpar)
SelectedClusters = SelectClusters(Clusterlist)
The complexity of the algorithm is dominated by FindPureClusters, which in
the worst case requires testing n choose 4 sets of variables, and for each quartet
requires testing 2 of the 3 possible vanishing tetrad constraints in order to determine if they all vanish. In practice, I have found that it can be easily applied to
hundreds of measured variables at a time, thousands if you’re willing to commit
a computer to it for several hours or more.1

3.4
3.4.1

Correctness
Definitions

Let SEM G have measured variables O and unmeasured variables L. A set
of variables M ⊆ O is a 1-separable cluster relative to O iff every M ∈ M
1

http://www.phil.cmu.edu/tetrad/ contains an implementation available by downloading
tetrad-5.1.0-6.jnlp, creating a “Search” box, selecting “Clustering” from the list of searches, and
then setting “Test” to “TETRAD-WISHART”, and “Algorithm” to “FIND ONE FACTORS
CLUSTER”.
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Algorithm 2: FindPureClusters
Data: V, Data, α
Result: P ureList
P ureList = ∅
for S ⊆ V, |S| = 3 do
Impure = F ALSE
for v ∈ V \ S do
if PassesTest(S ∪ {v}, Data, α) = FALSE then
Impure = T RU E
break
if Impure = FALSE then
P ureList = c(S, P ureList)

has no zero partial correlations with any other O ∈ O conditional on any set
S ⊆ O \ ({O} ∪ M), but for which there is a L ∈ L, referred to as a key latent
for M in O, such that all M ∈ M have zero partial correlations with all O ∈ O
conditional on L.
A set of measures C ⊆ O is a swappable 4-tad cluster iff all tetrads (4-tads)
over variables in O that include at least 3 variables in C are entailed to vanish,
and #C ≥ 3 (to prevent vacuously satisfying the universal quantifier).

3.4.2

Assumptions

I assume that there is a trek between every pair of indicators and that there are
no entailed vanishing partial correlations within O conditional on any subset of
the other members of O. In addition to, and in analogy to, the Causal Faithfulness Assumption, I assume that tetrad constraints vanish only when they are
entailed to vanish by the structure of the graph, and thus for all values of the
free parameters. In the linear case and other natural cases, the set of parameters
that violates this assumption is Lebesgue measure 0.
In all of the following, I assume that the relationships between the indicators
and their latent parents is linear with a non-zero parameter. I also assume that
no measured variable is a parent of any unmeasured variable.

3.4.3

Theorems and Proofs

Theorem 1 (Uniqueness of Key Latents). If |M| ≥ 2, |O| ≥ 3, and there are
no entailed zero partial correlations in O, then: if L1 ∈ L is a key latent for M
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Algorithm 3: GrowClusters
Data: P ureList
Result:
S Clusterlist
W = i∈P ureList i
Clusterlist = P ureList
for cluster ∈ Clusterlist do
for sub ⊂ cluster, |sub| = 2 do
for o ∈ W \ cluster do
testcluster = sub ∪ {o}
if testcluster ∈ PureList then
accept + +
else
reject + +
if accept ÷ (reject + accept) ≥ GrowP ar then
Clusterlist = c(Clusterlist, cluster ∪ {o})
for s ⊂ cluster ∪ {o}, s ∈ Clusterlist do
P urelist = P urelist \ {s}

in O, then there can be no L2 ∈ L, L2 6= L1 , Corr(L2 , L1 ) 6= 1, such that L2 is
a key latent for M in O.2
Proof. Assume |M| ≥ 2, |O| ≥ 3, there are no zero partial correlations in O, and
there is a L1 ∈ L such that all M ∈ M are independent of all O ∈ O conditional
on L1 .
By contradiction, assume that there is an L2 ∈ L, L2 6= L1 , Corr(L2 , L1 ) 6= 1,
such that all M ∈ M are independent of all O ∈ O conditional on L2 .
L1 and L2 must both lie on every trek from every member of M to every
member of O. Since M has at least two distinct members, and there is at least
one additional member in O, let those variables be M1 , M2 , and X. L1 and L2
must both lie on every trek between M1 and M2 , M1 and X, and M2 and X.
Since we’ve assumed there are no entailed zero partial correlations in O, then
there must be at least one trek for each pair.
Let an O unblocked ancestor of A be an ancestor of A with at least one
directed path to A without any member of O in it. Similarly, let an O unblocked
trek be a trek without any member of O on it, with the possible exception of the
endpoints.
2

This theorem is similar to Silva’s Lemma 9, which is stated here in the proof of Theorem 3
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Since there is at least one trek between each pair, and L1 must lie on each of
those treks, L1 must be an O unblocked ancestor of at least two of M1 , M2 , and
X. To see this, note that since L1 lies on all treks from M1 to M2 , and there is at
least one such trek, L1 must be an O unblocked ancestor of M1 or M2 . WLOG
let it be M1 . By similar reasoning, L1 must also be an O unblocked ancestor of
M2 or X.
WLOG let L1 be an O unblocked ancestor of M1 and M2 . Then there is an
O unblocked trek of the form {M1 , ... ← ..., L1 , ... → ..., M2 }. Since this is a trek
between M1 and M2 , L2 must also be on this trek, and since L2 6= L1 , L2 must
be be on either the M1 or M2 side of L1 . WLOG, let the trek be of the form
{M1 , ... ← ..., L1 , ... → ..., L2 , ... → ..., M2 }.
L1 must also be on an O unblocked trek from X to M1 , entailing that there
is a (possibly trivial) O unblocked trek from L1 to X. L2 either does or does
not lie on this trek. If L2 does not lie on this trek, then there is a trek from X
to M1 that does not include L2 , violating the assumption that L2 is on all such
treks. If L2 does lie on this trek, then there is a trek from X to M2 which does
not include L1 , violating the assumption that L1 is on all such treks. Thus, both
parts of the disjunct lead to contradiction.
Theorem 2 (Completeness). If M is a 1-separable cluster relative to O with key
latent L, and |M| ≥ 3, then M is a swappable 4-tad cluster.
Proof. Let M be a 1-separable cluster relative to O with key latent L, with
|M| ≥ 3. If |O| = 3 then M is vacuously a swappable 4-tad cluster since there
are no tetrads, vanishing or otherwise, so assume |O| ≥ 4. Since |M| ≥ 3 there
are at least three distinct measures in M, M1 , M2 , and M3 ; and since |O| ≥ 4
there is at least one more distinct variable, X.
By the definition of 1-separable cluster, every M ∈ M has no entailed zero
partial correlations with any other O ∈ O, and all M ∈ M are independent of
all O ∈ O conditional on L. It follows that there are no direct edges between
any M ∈ M and any O ∈ O, that there are treks from every M ∈ M to every
O ∈ O, and that L lies on all those treks.
M1 , M2 , M3 , and X were chosen arbitrarily, and there are three distinct
tetrads formed with those variables. WLOG, consider the tetrad {{M1 , M2 }, {M3 , X}}.
In order to apply PETS1 to show that this tetrad vanishes, it needs to be shown
that either L is on the {M1 , M2 } side of every trek from {M1 , M2 } to {M3 , X},
or L is on the {M3 , X} side of every trek from {M1 , M2 } to {M3 , X}. By contradiction, assume otherwise, entailing that one of those treks has its source only
on the {M1 , M2 } side of L, and another trek has its source only on the {M3 , X}
side of L (with L not being the source for either trek). But this entails that
there’s a nontrivial trek from a member of {M1 , M2 } into L and a nontrivial
trek from {M3 , X} into L, which collectively form an active path from a member
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of {M1 , M2 } to a member of {M3 , X} with L as either the sole collider on the
path, or a descendent of the sole collider on the path. This would make the path
active conditional on L and thus violate the assumption that all M ∈ M are
independent of all O ∈ O conditional on L.
PETS1 can now be applied to show that all tetrads formed from {M1 , M2 , M3 , X}
must vanish. Since those variables were chosen arbitrarily, it follows that all
tetrads consisting of 3 variables from M and 1 from O will vanish, and so M is
a swappable 4-tad cluster.
Theorem 3 (Soundness). If |O| ≥ 4 and M is a swappable 4-tad cluster relative
to O, then M is a 1-separable cluster relative to O.
Proof. This theorem is a corollary of Lemma 9 in Silva’s 2006 JMLR paper.
Silva’s Lemma 9 states: “Let G(O) be a linear variable model, and let C =
{X1 , X2 , X3 , X4 } ⊂ O be such that all tetrads over C vanish. If all members of
C are correlated, then a unique node P entails all the given tetrad constraints,
and P d-separates all elements in C.” In particular, note that the unique node
P mentioned in the lemma will satisfy the requirements for being a key latent of
C.
The proof of Lemma 9 given by Silva doesn’t require assumptions beyond
those we’re using in this paper; in particular it does not make use of linearity
above the choke sets. As such, it can be applied in this setting.

3.4.4

Correctness Summary

Together, Theorems 2 and 3 entail that FOFC is correct and complete. By design,
FOFC’s output is guaranteed to include only swappable 4-tad clusters, and any
swappable 4-tad cluster within O is guaranteed to be a subset of, or equal to,
some member of the algorithm’s output list of clusters. In other words, it finds
all and only the 4-tad clusters in O. Theorems 2 and 3 guarantee that, under the
appropriate conditions, any swappable 4-tad cluster corresponds to 1-separable
clusters in the data generating model, and if there are 1-separable clusters in the
data generating model, then they will correspond to swappable 4-tad clusters.
Thus, FOFC is guaranteed to find all and only the 1-separable clusters in the
data generating model. Finally, by Theorem 1, these 1-separable clusters each
entail the existence of precisely 1 latent variable, which can later be used to
construct a latent variable model with MIMbuild.
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Simulations

I used simulated data from 4 different data generating models with free parameters. The base graph has 4 factors, with 48 measures divided evenly among them,
and is shows in Figure 3.6. Yellow latent nodes and red edges are used to highlight
the latent structure. The first data generating model (Case 1) is a linear SEM
with free parameters and Gaussian noise, with the graphical structure shown in
Figure 3.6. The Gaussian noise variables have mean 0 and variance drawn from
U (.5, 1), and the edge weights are drawn from Split(−2, −1, 1, 2), where U (a, b) is
the uniform distribution from a to b, and Split(a, b, c, d) is 0.5U (a, b) + 0.5U (c, d).
In every case, I randomized the order of the measures before applying the search
procedures, to account for sensitivity to variable order.3

Figure 3.2: True Graph for the Base Case Has No Impurities
Case 2 is still a linear SEM with free parameters and Gaussian noise, but its
graphical model4 has numerous impurities added to that of Case 1. Specifically,
I add the following edges: {X1 → X2, X2 → X3, X1 → X3, X2 → X4, X1 →
X13, X2 → X14, L4 → X15, X25 → X26, X25 → X27, X25 → X28, X37 →
X40, X38 → X40, X39 → X40}. The parameters for its Gaussian noise terms
and edge weights are drawn in the same way as in Case 1.
3

In many applications of multiple indicator models, the indicators are deliberately chosen
so that the correlations are fairly large (greater than 0.1 in most cases), and all positive; in
addition, there are relatively few correlations greater than 0.9. I chose parameters for these
simulations that produce correlation matrices with some of these properties (though negative
and small correlation values were allowed to occur). I did not however, adjust the model
parameters according to the results of the algorithm.
4
The graphical diagrams for Cases 2-4 are not shown for space reasons.
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Case 3 is like Case 2, except L2, L3 and L4 are nonlinear functions of their
parents. Instead, I used a convex combination of linear and polynomial relationships. Each latent L was set to the sum over its parents of 0.5∗c1 ∗P +0.5∗c2 ∗P 2
plus an error, where P is one of the parents of L, c1 and c2 were chosen randomly
from a Split(−2, −1, 1, 2) distribution, and each error variable was a Gaussian
with mean zero, and a variance chosen randomly from a U (.5, 1) distribution. To
test that the nonlinearity of these functions is actually reflected in the data, I
randomly selected a few of the simulated data sets for evaluation with a White
test in R for non-linearity. In the tested data sets at least half of the variable
pairs failed the White test with a p-value below .05.
Case 4 is like Case 2, except the latent structure is modified into a cycle of
length 4 by removing the L1 → L3 and L3 → L4 edges and replacing them with
L4 → L3 and L3 → L1. The parameters on all 4 resulting latent structure edges
are drawn from U (.1, .3) to guarantee that the values of the latents will converge.
I evaluated FOFC alongside BPC (Silva et al., 2006) and FA (Bartholomew
et al., 2002). The versions of FOFC and BPC used can be found in the Tetrad
project, noted above. Both algorithms were implemented in Java by Joe Ramsey,
who also ran the simulations discussed in this section and produced the data sets
based on my design. In particular, this implementation of BPC is a well optimized
version of the program used by (Silva et al., 2006) and scales to larger data sets
than has previously been thought possible. For FA, I used f actanal() from R
3.1.1 with the oblique rotation promax.
Data was generated from each free parameter SEM described above, at three
different sample sizes, n = 100, 300, and 1000. The FOFC and BPC algorithms
were run with significance level (for the vanishing tetrad tests) of 1/n where n is
the sample size. FA was run with a cutoff threshold of 0.5. The outcome of FA
depends strongly on the choice of rotation, so it is possible that other rotations
and/or other cutoff thresholds may outperform the oblique rotation promax that
we used. For all methods, I ignore and treat as unclustered any output cluster of size less than 4; in my experience, very small clusters are unreliable and
uninformative.
All the simulations were run on the same Macbook Air (2ghz CPU, 8g RAM).
In terms of run time, FOFC is almost an order of magnitude faster than FA, and
was two orders of magnitude faster than the computationally optimized implementation of BPC. FOFC’s speed is perhaps its primary advantage over BPC.
For each of the three methods and three sample sizes, I calculated the average cluster precision, recall, and the accuracy of the inferred latent structure
(calculated with the MIMbuild algorithm (Silva et al., 2006)). I first evaluate
these methods on precision: the proportion of output clusters that are pure, to
the total number of output clusters. Note that while the ideal number of output
clusters is 4 in all cases, it is not uncommon for clustering methods to output
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Table 3.1: Run Times On Simulated Data (ms)

METHOD

MEAN

SE

642

222

9482

4953

94

68

FA
BPC
FOFC

more clusters or fewer clusters, so the total number of output clusters will vary
from run to run. A cluster in a clustering is considered pure if there exists a latent
in the true model that d-separates every member of that cluster from every other
measure included in some cluster in the clustering.
1

1
0.9
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0
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(b)
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Figure 3.3: (a-d) Average Precision of FA, BPC, and FOFC Clustering Output
for Cases 1-4
Figure 3.3 shows the mean (over 50 runs) of the precision of the clustering
output for each simulation case. The error bars shows the standard deviation
of the precision. The blue, red and green bars represent the performance of FA,
BPC and FOFC respectively. The bars are grouped by sample size: n =100, 300,
and 1000 respectively. I generated 50 models for each of Cases 1-4.
For practitioners interested principally in discovering the existence of unmea47
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sured variables, precision may be the most important evaluative criterion, as it
measures how reliably output clusters can be trusted, which directly translates
to trusting that the method’s output is a strong signal that there exists an important unmeasured variable. It seems remarkable, then, that FOFC has near
perfect precision even in the more challenging cases (3 and 4), and even given a
mere 100 data points. In fact, FOFC and BPC both excelled in precision, while
FA did even worse than expected. Interestingly, FA actually did worse as the
sample size increased, in every case, but most notable for (a). It is not entirely
clear why this happened, but there is some evidence, discussed in the following
paragraphs, that FA produces larger and larger clusters as the sample size grows,
which will negatively impact precision since a cluster which is larger than any
pure cluster will necessarily be impure. BPC and FOFC, in contrast, improved
with sample size—although only by a small amount, as even at sample size 100,
FOFC had near perfect results in all cases and BPC had near perfect results in
cases 1 and 2 and very good results in cases 3 and 4. Given how precision is
defined, it is possible that the excellent performance of FOFC and BPC is due
to these algorithms being overly conservative, and outputting very few clusters.
However, the results for the next evaluative criterion, recall, show that this is not
the case.
Recall is the ratio of the number of output measures used in the output
clustering to the number of output measures in a maximal pure clustering. A
maximal pure clustering is a clustering composed of only pure clusters such that
no other clustering composed of pure clusters uses more measures than it. For
Case 1, a maximal pure clustering uses all 48 measures, while for Cases 2-4 a
maximal pure clustering has 38 measures in it.
Figure 3.4 shows the mean (over all 50 runs) of the recall of the clustering
output for each simulation case. The error bars show the standard deviation of
the recall. The blue, red and green bars represent the performance of FA, BPC
and FOFC respectively. The bars are grouped by sample size: n =100, 300, and
1000 respectively.
Because of the way recall is being calculated, it can have a value greater than
1 in these plots. As a result, larger numbers are not always better: the ideal recall
is 1, recall greater than 1 entails that there are impure clusters in the output,
a recall less than 1 means that fewer measures are being utilized by the output
clusters than is optimal.
These plots help explain why FA does so poorly on precision, and also show
that FOFC and BPC do not sacrifice much for their excellent precision. Regarding
FA, in cases 2, 3, and 4, FA is consistently outputting too many variables, with
values as high as 1.2 or more. This explains why FA doesn’t have near perfect
precision like FOFC and BPC, although it does not explain why its precision
would be 0. I can only conclude that that in addition to FA outputting too many
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Figure 3.4: (a-d) Average Recall of FA, BPC, and FOFC Clustering Output for
Cases 1-4
variables, it is also outputting clusters that simply do not align well with the
pure clusters in the generating model.
FOFC and BPC have similar recall for most circumstances, though FOFC
does enjoy some advantages. For smaller sample sizes, FOFC has better recall in
all cases, especially case 1 and to a lesser extent case 2. As sample size increases
though, BPC’s recall improves significantly, matching FOFC by 1000 samples in
case 2, and barely surpassing FOFC at 1000 samples in case 4. Notably, neither
FOFC nor BPC get more than 0.9 recall in cases 2-4, even with sample size
1000. This suggests that there may be additional room for improvement with
these methods, if recall can be improved while still maintaining perfect precision.
Since FOFC is already very fast, it seems plausible that this additional recall
could be achieved my supplementing FOFC with some additional steps.
To evaluate the accuracy of the structural models inferred by the three methods, I first use the output clusters as inputs to the MIMbuild algorithm (Silva
et al., 2006) for inferring structural models from measurement models. I then
create a mapping from the latent variables in the inferred structural models to
those of the true structural models in the same manner as (Silva et al., 2006).
Finally, I compute the Structural Hamming Distance (SHD) between the inferred
structural model and the true structural model, using the mapping from the previous step to identify inferred latents with their respective true latents (when
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they exist).
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Figure 3.5: (a-d) Average SHD of FA, BPC, and FOFC MIMbuild Output for
Cases 1-4
Figure 3.5 shows the mean (over all 50 runs) of the SHD of the clustering
output for each simulation case. The error bars show the standard deviation of
the SHD. The blue, red and green bars represent the performance of FA, BPC
and FOFC respectively. The bars are grouped by sample size: n =100, 300, and
1000 respectively.
FOFC and BPC have very similar SHD in all cases and at all sample sizes. In
most cases, FOFC and BPC improve with sample size, although in case 3 their
SHD appears to actually increase from sample size 100 to sample size 300, before
falling much lower at sample size 1000. For some cases and sample sizes, the
SHD of FA is comparable to that of BPC and FOFC, however in other cases it
is dramatically worse. Unlike BPC and FOFC, FA often does not improve with
sample size, and in case 2 actually significantly worsens at sample size 1000. It is
rather surprising that FA does as well as it does, considering its poor precision,
but this can be attributed to the way in which SHD is being calculated: actual
structural nodes can be associated with hypothesized structural nodes even if
the hypothesized clusters are impure (Silva et al., 2006). Most surprising are the
SHD results for case 4, where all three methods perform similarly at all sample
sizes. Overall though, BPC and FOFC have improved SHD compared to FA, as
expected.
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Real Data

I applied the current implementation of FOFC to Lee’s depression data (Silva
and Scheines, 2004). Lee’s model fails a chi-square test: p = 0. (Silva et al.,
2006) analyzed the same data set, utilizing BPC to infer the existence of 1pure measurement models. The 1-pure measurement models are then used to
construct a factor model over the variables in the measurement models, using
the prior knowledge that Stress is not an effect of other latent variables. that
factor model passes a chi square test with p = 0.28. However, that factor model
includes only 5 measures of Stress, 4 measures of Coping, and 3 measures of
Dependency, which is only barely enough indicators to informatively measure
the factors in the model.
Since FOFC is so fast, I could afford to rerun it numerous times using different
parameters and randomly reordering the measure variables for different results. I
kept track only of the results with MIMbuild results that scored reasonably well
on a chi square test. The highest scoring model that was found (p = 0.297) is
given in Figure 3.6 (a). Another discovered model, given in Figure 3.6 (b), does
not pass a chi square test at as high of a p-value (p = 0.155), but is still notable
due to its sheer size: it uses 27 of the 61 measures recorded in Lee’s data set.

(a)

(b)

Figure 3.6: Factor Models Inferred From Lee’s Data
A few features shared by both graphs are worth discussing. First, both graphs
include a cluster of measured variables, and their latent parent, which is disconnected from the rest of the graph. Looking at the sample correlation matrix
this appears to be warranted: many coping variables have near-zero correlations
with non-coping variables, but moderate correlations with other coping variables.
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Both of these features of the distribution can be explained by the presence of an
independent measurement model applying to some or all of the coping variables
in the output graph.
Second, both models include multiple clusters for depression variables whose
latents are connected. This suggests that it might be productive to reconceptualize depression as having a multi-dimensional value rather than a single number.
Or, one might hypothesize that there is still a uni-dimensional depression value,
but that it is more difficult to measure than previously thought. In particular,
it may be the case that a person’s level of depression is actually expressed via
multiple more fine-grained properties, which are themselves also latent variables.
The absence of an edge between L3 and L4 in Figure 3.6 (a) suggests that this
hypothesis may not be correct, as the presence of such a higher-order latent variable causing L1, L3, and L4 would induce an edge between L3 and L4 if, as in
this graph, it is not explicitly represented. Nonetheless, it may be worth further
investigation.
Third, the clusters identified by the algorithm accord very strongly with the
background knowledge of the expert who designed the survey and identified which
variables were, e.g., “coping” variables, and which were, e.g. “depression” variables. The sole exception is that COP6 reliably clusters with depression variables,
rather than with other coping variables. It may be worth reviewing the particular
wording of this survey item to see why this is the case.
The two models diverge regarding how depression relates to the other two factors of interest (coping and stress). Figure 3.6 (a) identifies no links between the
depression factors and the coping factor it identifies, and identifies no stress factor at all. One can unfortunately conclude relatively little from this. The model
suggests that there is at least some dimension of coping which is independent of
a person’s depression, but remains agnostic as to whether there may be another
dimension of coping which is causally connected to depression, especially seeing
as a large number of coping measures remain unclustered and are thus absent
from the model. Since the model identifies no stress factor, it remains agnostic
regarding its potential causal connections with the other factors.
Figure 3.6 (b) finds two coping factors, which are independent of each other.
One of these coping factors has an edge oriented towards L3, a depression factor,
but does not have any other connections to any other factors, and in particular is
not connected to the other depression factor or to the stress factor. This suggests
that some aspect of coping may causally influence some aspect of depression, but
that the two are not connected as strongly as one might think. The edge from L3
to L5 is undirected, so it is unclear whether the coping factor is a causal ancestor
of the L5 factor or not: an aspect of coping may or may not have a causal effect
on stress mediated by an aspect of depression. L5, the stress factor, is connected
by undirected edges to both L1 and L3, and so the graph is relatively agnostic
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about whether stress causes the depression factors. It would be discoverable if
L1 and L3 collided on L5, however, so the graph does at least suggest that it is
not the case that both aspects of depression cause stress.
Lee’s original hypothesis was that stress, coping, and depression each have a
single factor, and that the stress and coping factors both cause the depression
factor, and would also be correlated although he was agnostic about whether
that correlation would be due to the stress or coping factor causing the other
one, or to the stress and coping factors having correlated error terms. Neither of
the two models presented here, however, include a direct edge between a coping
variable and a stress variable, and both models suggest that at least depression
is better represented with multiple factors than with one. Both models also
suggest that Lee’s data is relatively agnostic regarding whether whether stress
causes depression, as a stress factor does not occur in model (a), and the edges
between the stress factor and the depression factors in model (b) are unoriented.
Model (b) partially corroborates Lee’s hypothesis that a coping factor causes a
depression factor, as one of the two coping factors in that model is a direct cause
of one of the two depression factors in the model. Overall, it is not a bad sign
that the models found here do not align closely with Lee’s hypothesis, as Lee’s
model does not pass a chi square test: p=0.
(Silva et al., 2006) used the BPC algorithm on Lee’s data, and found a model
with a single stress factor, a single depression factor, and a single coping factor,
with the stress factor being a direct cause of the depression factor, and the depression factor being a direct cause of the coping factor. These edge orientations
were identified by constraining their model such that the stress factor could not
be a descendent of the other latent variables. Their model passes a chi square
test with p=0.28, however it is also very small, incorporating only 12 observed
variables. In contrast, the model in Figure 3.6 (a) has more variables and passes
a chi square test at a higher p value, although it does not tell a story as compelling as the one told by Silva’s model. In terms of their structural differences,
the models found here do not find an edge from a depression factor to a coping
factor. (a) finds no connection at all, while (b) actually finds the opposite: an
edge from a coping factor to a depression factor. Further, this edge orientation is
made without making any structural assumptions about the factors, unlike the
corresponding edge in Silva’s model. Model (a) does not find a stress factor at
all, but model (b) finds a stress factor with edges connecting it to both depression
factors. If we also assumed that Stress cannot be a descendent of Depression,
then that information could be used to orient these edges in accord with Silva’s
model.
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Future Work

Additional research is required to make FOFC even more reliable and fast.
FOFC’s principal benefit over BPC is speed, but the degree of the advantage
is such that not only can FOFC be applied to much larger problems, but it is
feasible to incorporate FOFC as part of a more complex algorithm for improved
stability and reliability. I also believe FOFC’s recall could be improved by removing impure variables from the input variables given to FOFC, which could be
done in pre-processing or as part of a more complex process between iterations
of FOFC. It would also be beneficial to develop a better understanding of the
space of possible search procedures involving pure quartets, of which this implementation of FOFC is only one type of greedy search. Finally, I would like to
generalize this method to arbitrary number of factor parents, rather than just 1.
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Chapter 4
Causal Clustering for 2-Factor
Measurement Models
4.1

Introduction

This chapter introduces a second method for discovering factor measurement
models, FindTwoFactorClusters (FTFC), which differs from FOFC principally
in that it discovers measurement models where the measured variables have two
common unmeasured parents, rather than just one. Within the social sciences,
there are numerous domains where the domain experts believe that such models
are likely prevalent for the measured variables that are available to them. An
example of this was given in chapter 1, where one model of the answers students
give on standardized aptitude tests is that their answer on any given question
is influenced by a general intelligence factor, as well as a more specialized factor
about that student’s, e.g., mathematical or verbal ability.
Compared to FOFC, FTFC has no real competition at the time of writing.
FOFC’s predecessor and natural point of comparison is the BPC algorithm (Silva
et al., 2003, 2006), but there is no such alternative clustering method to use for
the problem domain that FTFC is intended for: 2-factor measurement models
with impurities, and potentially nonlinear or cyclic factor relationships. There
are, however, competing factor analytic methods for narrower model subclasses,
such as methods that find specifically bi-factor models. These other methods
are so constrained that they ought not be used in practice without considerable
foreknowledge that the domain meets certain strict conditions, foreknowledge
that I conjecture most, if not all, practitioners do not have.1 Further investiga1

This is because the problems practioners face are so overwhelmingly difficult that it is
unclear how they could possibly come to have such knowledge without applying an advanced
and domain-general tool like FOFC, BPC, or FTFC in the first place. The actual capacities
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tions, reported in section 4.4.3, suggests that even when one could correctly make
such strong assumptions, FTFC still performs very well. In other words, these
“competing” methods do not even profit from their additional epistemic cost.

4.2

Algorithm

I will first motivate the intuitions behind the algorithm using Figure 2.7, from
chapter 2, as an example. That figure is reproduced here as Figure 4.1 for convenience. The version of the algorithm used on sample data will be stated in detail
afterwards.

Figure 4.1: Impure 2-factor model
I first need to introduce some terminology particular to 2-factor measurement
models and the FTFC algorithm. Let a vanishing sextet be a set of 6 indicators
in which all ten sextads among the six variables are entailed to vanish by the
PETS theorems. Let a 2-pure set of 5 variables (henceforth a pure pentad ) be
any set of 5 variables such that adding each of the other variable in O to the set
creates a vanishing sextet. Any set of 5 variables which is not a pure pentad will
be referred to as a mixed pentad.
For example, in Figure 4.1, S1 = {X3 , X4 , X5 , X6 , X7 } is a 2-pure pentad.
Adding any other variable to S1 creates a sextet of variables which, no matter
how they are partitioned, will have one side t-separated from the other side by
a choke set {{L1 , L2 }, ∅}. In comparison, S2 = {X1 , X4 , X5 , X6 , X7 } is a mixed
pentad: when X9 is added to S2 , the resulting sextet is not a vanishing sextet,
since when X1 and X9 are on different sides of a partition, at least 3 variables
and abilities of the human practitioners is independent of this concern.
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(including L1 , L2 , and X1 or X9 ) are needed to t-separate all treks between the
two sides of the partition.
The first stage of the algorithm calls FindPureClusters, which tests each pentad to see if adding any other member of O creates a vanishing sextet; if it does it
is added to the list PureList of 2-pure pentads. FindPureClusters tests whether
a given sextet of variables is a vanishing sextet by calling P assesT est, which
takes as input a sextet of variables, a sample covariance matrix, and the search
parameter α that the user inputs to FTFC. P assesT est can be one of a few different statistical tests of sets of vanishing sextad constraints, but in our current
implementations we generally use an asymptotically distribution-free test that is
a modification of a test devised by Bollen and Ting (Bollen and Ting, 1993). The
list of 2-pure pentads at this point of the algorithm is {X10 , X11 , X12 , X13 , X14 }
and every subset of X2 through X8 of size 5. X1 , X9 , and X15 do not appear
in any 2-pure pentad. X8 is not in any pure measurement submodel, but in this
particular example is still part of some 2-pure pentads: this is an artifact of the
sextad tests, and is in fact entailed by the PETS theorems. As such, FTFC
is unable to detect that particular impurity. This is the only type of graphical impurity FTFC cannot detect. There is an explanation for why this is the
case in Section 4.3, along with an explanation of why this kind of mistake is not
important.
GrowClusters then initializes the ClusterList to PureList. If any of the 2pure sets of variables overlap, their union is also 2-pure. FTFC uses this by
calling GrowClusters to see if any of the 2-pure sextets in PureClusters can be
combined into a larger 2-pure set. Theoretically, GrowClusters could simply check
whether any two subsets on PureClusters overlap, and combine all such pairs into
a larger 2-pure set. In practice, when determining whether a given variable o can
be added to a cluster C in ClusterList, GrowClusters checks whether a given
fraction (determined by the parameter GrowParameter ) of the sub-clusters of
size 5 containing 4 members of C and o are on PureList. The purpose of this
is to help protect FTFC from statistical noise: the relatively low power of the
statistical tests used in P assesT est means that with actual data, sets of variables
may pass the test when it is not entailed, and vice versa. Multiplying the number
of such tests that need to be passed, when they would all be entailed if the set
of variables does in fact correspond to a true pure measurement model, reduces
the risk of harmful statistical accidents.
If the number of test-passing sets is too small, then GrowClusters tries another possible expansion of clusters on ClusterList. When enough sets pass,
then GrowClusters adds o to C in ClusterList, and deletes all subsets of the
expanded cluster of size 5 from PureList. GrowClusters continues until it runs
out of possible expansions to examine. Since every subset of X2 through X8 of
size 5 is a 2-pure pentad, this process will merge them all together into one set:
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{X2 , X3 , X4 , X5 , X6 , X7 , X8 }. In comparison, {X10 , X11 , X12 , X13 , X14 } does not
intersect the other 2-pure pentads at all, and so will remain as is.
Finally, when GrowClusters is done, SelectClusters goes through ClusterList,
outputting the largest cluster C still on ClusterList, and deleting any other clusters on ClusterList that intersect C (including C itself). In our example we
ignored the possibility of statistical noise resulting in a more complicated ClusterList, so there is nothing for SelectClusters to do but to output the two members
of ClusterList: {X2 , X3 , X4 , X5 , X6 , X7 , X8 } and {X10 , X11 , X12 , X13 , X14 }.
Figure 4.2 (a) shows the submodel of Figure 4.1 that these clusters pick out.
To show that this is in fact what FTFC does with data, I generated 10,000
data points from the graph in Figure 4.1 and used that data as input for our
implementation of FTFC. Figure 4.2 (b) shows the output: the two clusters that
we expect, with the three variables that are not part of any 2-pure pentads set
aside.

(a)

(b)

Figure 4.2: (a) Mostly purified 2-factor model; (b) Corresponding FTFC output

Algorithm 4: FindTwoFactor Clusters (FTFC)
Data: Data, V, GrowP arameter, α
Result: SelectedClusters
hP urelist, Vi = FindPureClusters(Data, V, α)
Clusterlist = GrowClusters(P urelist, V)
SelectedClusters = SelectClusters(Clusterlist)
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Algorithm 5: FindPureClusters
Data: V, Data, α
Result: P ureList
P ureList = ∅
for S ⊆ V, |S| = 5 do
Impure = F ALSE
for v ∈ V \ S do
if PassesTest(S ∪ {v}, Data, α) = FALSE then
Impure = T RU E
break
if Impure = FALSE then
P ureList = c(S, P ureList)
S
V = i∈P ureList i
return(hP ureList, Vi)
The complexity of the algorithm is dominated by FindPureClusters. In the
worst case it requires testing n choose 6 sets of variables, and each sextet requires testing five of the ten possible vanishing sextad constraints in order to
determine if they all vanish. In practice, we have found that FTFC can be easily applied to 30 measured variables at a time, but not 60 measured variables.
http://www.phil.cmu.edu/projects/tetrad download/launchers/ contains an implementation available by downloading tetrad-5.0.0-15-experimental.jnlp, creating a “Search” box, selecting “BPC” from the list of searches, and then setting
“Test” to “TETRAD-DELTA”, and “Algorithm” to “FIND TWO FACTORS
CLUSTER”.

4.3

Correctness of Algorithm

In the following I assume that if there is not a trek between some pair of indicators, or if there are entailed vanishing partial correlations among the observed
indicators, or if there are rank constraints of size 1 on the relevant sub-matrices,
that the relevant variables are removed in a pre-processing phase. I assume that
sextad constraints vanish only when they are entailed to vanish for all values of
the free parameters (i.e vanishing sextad constraints that hold in the population
are entailed to hold by the structure of the graph, not the particular values of
the free parameters). In the linear case and other natural cases, the set of parameters that violates this assumption is Lebesgue measure 0 (Spirtes, 2013).
This still leaves the question of whether there are common“almost” violations of
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Algorithm 6: GrowClusters
Data: P ureList, V
Result: Clusterlist
Clusterlist = P ureList
for cluster ∈ Clusterlist do
for sub ⊂ cluster, |sub| = 4 do
for o ∈ V \ cluster do
testcluster = sub ∪ {o}
if testcluster ∈ PureList then
accepted + +
else
rejected + +
if accepted ÷ (rejected + accepted) ≥ GrowP arameter then
Clusterlist = c(Clusterlist, cluster ∪ {o}
for s ⊂ cluster ∪ {o}, s ∈ Clusterlist do
P urelist = P urelist \ {s}

Algorithm 7: SelectClusters
Data: Clusterlist
Result: Selectedlist
Selectedlist = ∅
while Clusterlist 6= ∅ do
Choose a largest C ∈ Clusterlist
Selectedlist = Selectedlist ∪ {C}
for s ∈ Clusterlist, s ∩ C 6= ∅ do
Clusterlist = Clusterlist \ {s}

rank faithfulness that could only be discovered with enormous sample sizes (i.e.
the relevant determinants are very close to zero), which we will address through
simulation studies.
There is also a population version of the FTFC algorithm that differs from
the sample algorithm described above in two respects. First, in PassesTest it
takes as input a sextet of variables and a population covariance matrix, and tests
whether all ten possible vanishing sextad constraints among a sextet of variables
hold exactly. Second, in GrowClusters it sets GrowParameter to 1 (whereas in
the simulation tests GrowParameter was set to 0.5.)
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In a 2-factor model, two variables belong to the same cluster if they share
the same two latent parents. A 5×1 sextad contains a sextet of variables, 5 of
which belong to one cluster, and 1 of which belongs to a different cluster. For
a given variable X, L1 (X) is one of the two latent parents of X, and L2 (X) is
a second latent parent of X not equal to L1 (X). An indicator X is impure if
there is an edge into or out of X other than L1 (X) or L2 (X). Define L as the
set of latent variables L such that L = L1 (X) or L2 (X) for some indicator X
(Latent variables not in L might be included in the graph if there are more than
two common causes of a pair of indicators, or common causes of an indicator or
a member of L, e.g. L5 in Figure 2.7).
Theorem 5 states that given a measurement model that has a large enough
pure sub-model, the output of the FTFC algorithm is correct in the sense that
the variables in the same output cluster share the same pair of latent parents,
and that the only impure indicators X in the output are impure because there is
a latent variable not in L that is a parent of X and L1 (X) or L2 (X) (e.g. L5 in
Figure 2.7 is a parent of L1 and X8 ). This kind of impurity is not detectible by
the algorithm, but is also not important, because it does not affect the estimate
of the value of the latent parent from the indicators. In addition, in the output,
no single latent parent in L can be on two treks between latent variables not in
L and an impure indicator; e.g. there cannot be two latent common causes of L1
and two distinct indicators.
Theorem 5 assumes that the relationships between the indicators and their
latent parents are linear. This assumption does not in general entail the model
is LA below the choke sets for any arbitrary sextad, since in some cases the
latent variables that are in a choke set are not the parents of the indicators
in the sextad, in which case it is possible that non-linear relationships between
the latent variables will lead to a non-linear relationship between the indicators
and the latent variables in the choke set. However, for the particular kind of
sextads that the FTFC algorithm relies on (i.e. 5×1 sextads) all of the choke
sets contain parents of the indicators in the sextad. Hence, linear relationships
between the indicators and their latent parents do entail the structure is LA below
the choke sets for the sextads that the FTFC algorithm relies on for determining
the structure of the output clustering,
Theorem 5. If a SEM S is a 2-factor model that has a 2-pure measurement
sub-model in which each indicator X is a linear function of L1 (X) and L2 (X),
S has at least six indicators, and at least 5 indicators in each cluster, then the
population FTFC algorithm outputs a clustering in which any two variables in
the same output cluster have the same pair of latent parents. In addition, each
output cluster contains no more than two impure indicators X1 and X2 , one of
which is on a trek whose source is a common cause of L1 (X1 ) and X1 , and the
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other of which is on a trek whose source is a common cause of L2 (X1 ) and X2 .
Proof. First we will show that pure clusters of variables in the true causal graph
appear clustered together in the output. Suppose C = {X1 , X2 , X3 , X4 , X5 }
belong to a single pure cluster with latent variables La and Lb . For any sixth
variable Y, and any partition of {X1 , X2 , X3 , X4 , X5 , Y } into two sets of size 3,
{Xa , Xb , Xc } and {Xd , Xe , Y }, {Xa , Xb , Xc } is trek-separated from {Xd , Xe , Y }
by a choke set containing just {La and Lb } since there are no other edges into or
out of {Xa , Xb , Xc } except for those from La and Lb . Hence C is correctly added
to PureList.
Next we show that variables from different pure clusters in the true causal
graph are not clustered together in the output. Suppose that two of the variables
in C belong to different clusters. There are two cases. Either every member of
C belongs to a different cluster or some pair of variables in C belong to the same
cluster. Suppose first two members of C, say X1 and X2 , belong to a single cluster
with latents La and Lb , and X3 belongs to a different cluster with latent Lc . In
that case, for any sixth variable Y from the same cluster as X3 , the partitions
{X1 , X3 , X4 } and {X2 , X5 , Y } are not trek-separated by any choke set S of size
2, since La , and Lb would both have to be in S in order for S to trek-separate X1
and {X2 , X5 , Y }, and Lc would have to be in S in order for S to trek-separate
X3 and {X2 , X5 , Y }. Hence C will correctly not be added to PureList. If, on
the other hand, every member of C belongs to a different cluster, then choose
a trek T between two variables in C such that there is no shorter trek between
any two members of C than T. Suppose without loss of generality that these
two variables in C are X1 and X2 . Because the clusters are pure by assumption,
every trek between X1 and X2 contains some pair of latent parents L1 (a parent
of X1 ) and L2 (a parent of X2 ). The subtrek of T between L1 and L2 does not
contain any latent parent of any member of C \ {X1 , X2 } since otherwise there
would be a trek between two members of C shorter than T. By the assumption
that the model has a pure 2-factor model measurement model, there is a third
variable X3 in C that is not equal to X1 or X2 , and some other variable Y that
belongs to the same cluster as X3 . X3 and Y have two latent parents, L3a and
L3b that do not lie on T. Consider the sextad cov({X1 , X3 , X4 },{X2 , X5 , Y }).
Then in order to trek-separate X1 from the 3 variables in the side of the partition
containing X2 , some latent not equal to L3a or L3b is required to be in the choke
set. In order to trek-separate X3 from the side of the partition containing Y,
both L3a and L3b are required to be in the choke set. It follows that no choke set
of size 2 trek-separates {X1 , X3 , X4 } and {X2 , X5 , Y }, and C will not be added
to PureList. Similarly, if two variables are from different impure clusters, they
will not both be added to C, since impurities imply the existence of even more
treks, and hence choke sets that are at least as large as in the pure case.
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Now we will show that only one kind of impure vertex can occur in an output
cluster. Suppose that X is in cluster C, but impure. By definition, there is either
an edge E into or out of X that is not from L1 (X) or L2 (X). If E is out of
X, then by the assumption that none of the measured indicators cause any of
the latent variables in G, E is into some indicator Y . If (S1 : S2 ) t-separates X
from Y , and S = S1 ∪ S2 , then S contains either X or Y . Consider the sextad
cov ({X, Xa , Xb }, {Xc , Xd , Y }), where Xa , Xb , Xc , Xd all belong to C. In order
to trek-separate X from Xc , L1 (X) and L2 (X) must be in choke set S. Hence in
order to separate both sets in the partition from each other, S must contain at
least 3 elements (L1 (X), L2 (X), and X or Y ), and there is a 5×1 sextad that is
not entailed to vanish, so X is not clustered with the other variables by FTFC.
Suppose E is into X. If the tail of E is a measured indicator Y , then by the
same argument as above, there is a 5×1 sextad that is not entailed to vanish, so
X is not clustered with the other variables by FTFC. If the tail of E is L1 (Y ) or
L2 (Y ) for some Y that is a measured indicator but not in C, consider the sextad
cov ({X, Xa , Xb }, {Xc , Xd , Y }), where Xa , Xb , Xc , Xd all belong to C. In order
to trek-separate X from Xc , L1 (X) and L2 (X) must be in choke set S. Hence in
order to separate both sets in the partition from each other, S must contain at
least 3 elements (L1 (X), L2 (X), and L1 (Y ) or L2 (Y )). So there is a 5×1 sextad
that is not entailed to vanish, and X is not clustered with the other variables by
FTFC. If the tail of E is a latent variable L that is not equal to L1 (Y ) or L2 (Y )
for any Y that is a measured indicator but not in C, then there is a shortest
trek T between L and some latent parent L1 (Y ) of a measured indicator Y . If T
contains a measured indicator, then this reduces to one of the previous cases. If
Y is not in C then any trek-separating set of S must contain at least 3 elements
(L1 (X), L2 (X), and some vertex along T that is not equal to L1 (X) or L2 (X)).
Hence there is a 5×1 sextad that is not entailed to vanish, and X is not clustered
with the other variables by FTFC.
Finally, consider the case where there are two indicators X1 and X2 in C such
that there is a latent common cause M1 of X1 and L1 (X1 ) and a latent common
cause M2 of X2 and L1 (X1 ), or there is a latent common causes M1 of X1 and
L2 (X1 ) and a latent common cause M2 of X2 and L2 (X1 ). Suppose without loss
of generality that it is the former. If M1 = M2 , then this reduces to one of the
previous cases. Otherwise, there are treks T1 and T2 between X1 and X2 whose
sources are M1 and M2 respectively. Because X1 and X2 are in the same cluster
C, in order to trek-separate X1 and X2 with a choke set (S1 :S2 ), S1 or S2 must
contain L2 (X1 ). In order to separate T1 and T2 , L1 (X1 ) must be in both S1 and
S2 since L1 (X1 ) occurs on the X2 side of T1 and the X1 side of T2 . It follows that
S1 ∪ S2 contains at least 3 elements. Hence there is a 5×1 sextad that is not
entailed to vanish, and X1 and X2 are not both clustered with the other variables
by FTFC.
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So after the first stage of the algorithm, PureList is correct, and hence ClusterList is correct (up to the kinds of impurities just described) before it is subsequently modified.
Now we will show that each stage of modifying ClusterList and PureList is
correct. For a given cluster C, if a variable o belongs to the same cluster, then
for every subset of C ∪{o} of size 5, a choke set that contains La (C) and Lb (C)
t-separates any two members of C ∪{o}. Hence C ∪{o} will have passed the
purity test, and be found on PureList; hence GrowClusters will correctly add o
to C, and subsets of C ∪{o} will be correctly deleted from PureList. If on the
other hand o does not belong to the same cluster as C, then some subsets of C
∪{o} of size 5 are not pure, and will not appear in PureList. Hence C ∪{o} will
not be added to ClusterList. Finally, the same argument showing the kinds of
impurities that could occur on PureList can be applied to ClusterList. 
This theorem entails that if there is a 2-factor model with a 2-pure measurement model with sufficiently many variables and a large enough sample size, then
FTFC will detect it and output the correct clustering. Unfortunately the converse is not true — there are models that do not contain 2-pure measurement
sub-models that entail exactly the same set vanishing sextad differences over the
measured variables (Sullivant et al., 2010).

4.3.1

Sextad-equivalent Models

If two different graphical models entail exactly the same set of vanishing sextad
differences over the measured variables, we say they are are sextad-equivalent.
Since the only statistical tests FTFC uses are tests for vanishing sextad differences, this means that FTFC cannot discriminate between sextad-equivalent
models. As such, models which are sextad-equivalent to pure 2-factor measurement models will be able to trick FTFC into outputting clusters anyway. Two
examples of such models, the spider model and the collider model, are shown in
Figure 4.3 (b) and (c), respectively.
If the graphical models use only linear functions, making them LSEMs, then
a chi-squared test can be used to check whether a 2-pure measurement model is
a good fit for the observed data. Structural equation modeling programs such
as EQS, or sem in R, or the tests in TETRAD IV, can all accomplish this.
In practice, a pure 2-factor model will be rejected by a chi-squared test given
data generated by all of the known models sextad-equivalent to a 2-factor model
(because of differences between the models in inequality constraints). For this
reason, in ideal circumstances, the FTFC algorithm would be one part of a larger
generate (with FTFC ) and test (with structural equation modeling estimating
and testing) algorithm. See (Spirtes, 2013) for details.
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(a)

(b)

(c)
Figure 4.3: Sextad Equivalent Models: (a) pure 2-factor model; (b) spider model;
(c) collider model
For example, consider the spider and collider models in Figure 4.3 (b) and
(c), compared to their 2-pure counterpart shown in (a). All three models entail
the same set of vanishing sextad constraints, and also entail no vanishing partial
correlations among the non-latent variables, and no vanishing tetrad constraints.
I generated 10,000 data points from (b) and (c), and then used those data sets
to fit the parameters of model (a). In both cases, the estimated model had a
p-value of 0 on a chi-square test.
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Tests

We tested the FTFC algorithm on simulated and real data sets. For the simulated
data sets, FTFC’s performance was evaluated on precision and sensitivity, which
are explained in more detail in the next section. Roughly, precision measures how
often clusters produced by FTFC correspond to actual pure measurement models,
and sensitivity measures whether FTFC leaves out measures that belonged to the
pure measurement models it discovers. FTFC’s performance on real data sets is
evaluated based on whether it finds sizable LVMs that pass a chi square test.
We did not directly compare FTFC to other algorithms for the non-linear
cases, since to our knowledge there are no other algorithms that can handle nonlinearities and/or cyclic relations among the latent variables, impurities in the
measurement model, and multiple factors for each cluster. Factor analysis has
been used to cluster variables, but has not proved successful even in cases where
each cluster has a single latent common cause but impurities (Silva et al., 2006).
The BuildPureClusters Algorithm uses vanishing tetrad constraints, instead of
vanishing sextad constraints to cluster variables, but assumes that each cluster
has at most one latent common cause (Silva et al., 2006). In the linear, acyclic
case, we did compare FTFC to a semi-automated search for a special case of
two-factor linear acyclic models, as described in the section on Linear Acyclic
models.

4.4.1

Simulations

The following simulations were run by Renjie Yang, using programs written by
Joe Ramsey.
The first directed graph we used to generate data has 3 clusters of 10 measured
variables each, with each cluster having two latent variables as causes of each
measured variable in the cluster, and one of each pair of latent variables for the
second cluster causing one of each pair of latent variables in the first cluster,
and one of each pair of latent variables in the third cluster. The second directed
acyclic graph we used to generate data in addition contained 7 impurities: X1 is
a parent of X2 and X3 , X2 is a parent of X3 , L1 is a parent of X11 and X21 , X20
is a parent of X21 , and L4 is a parent of X30 .
For each graph, we generated data at three different sample sizes, n = 100,
500, and 1000. The FTFC algorithm was run with significance level (for the
vanishing sextad tests) of 0.1 for sample sizes 500 and 1000, and 0.4 for sample
size 100. Theoretically, non-linearity among the latent-latent connections should
not negatively affect the performance of the algorithm, as long as the sample
size is large enough that the asymptotic normality assumed by the sextad test
that we employed is a good approximation. Theoretically, non-linearity among
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the latent-observed connections should negatively affect the performance of the
algorithm, since if there are non-linear latent-observed connections, the Extended
Trek Separation Theorem generally does not apply. For each graph and each
sample size we generated four kinds of models, with each possible combination
of linear or non-linear latent-latent connections and linear or non-linear latentobserved connections. In all cases, the non-linearities replace linear relationships
with a convex combination of linear and cubic relationships. For example, in
the pure model with non-linear latent-latent connections + non-linear latentmeasured connections, each variable X was set to the sum over the parents of
0.5 ∗ c1 ∗ P + 0.5 ∗ d1 ∗ (.5 ∗ P )3 plus an error, where P is one of the parents of X,
c1 and d1 were chosen randomly from a Uniform(.35,1.35) distribution, and each
error variable was a Gaussian with mean zero, and a variance chosen randomly
from a Uniform(2,3) distribution. We tested a few of the simulated data sets
with a White test in R for non-linearity, and they rejected the null hypothesis of
linearity quite strongly.
In many applications of multiple indicator models, the indicators are deliberately chosen so that the correlations are fairly large (greater than 0.1 in most
cases), and all positive; in addition, there are relatively few correlations greater
than 0.9. In order to produce correlation matrices with these properties, we had
to adjust some of the parameters of the various models we considered according
to the type of model (i.e. whether the latent-latent connections were linear or
not, whether the latent-measured connections were linear or not, and whether
the model was pure of not). We did not however, adjust the model parameters
according to the results of the algorithm.
We used three criteria to evaluate the output of the algorithm: precision,
sensitivity, and number of clusters. Precision measures the average distance from
the output clusters to the nearest corresponding pure clusters in the data generating model. First, the purity of each output cluster is calculated in the following
way: purity=(size of largest pure subcluster contained in output cluster)/(size of
output cluster). The precision of a clustering output is then equal to the average
purity of its clusters. Sensitivity measures the average proportion of the size of
the output clusters that have a purity of 1 compared to the size of the largest
actual pure cluster containing it in the data generating model. It is computed
by first calculating the fractional size of each pure cluster in the output: fractional size=(size of the output cluster)/(size of the largest actual pure cluster
containing it). The sensitivity of a clustering output is then equal to the average
fractional size of its pure output clusters. For both precision and sensitivity, the
maximum value is 1 and the minimum value is 0, with larger values preferred to
smaller values. For each run, we calculated the average precision and the average
sensitivity of the clustering outputs, as well as the average number of clusters in
the clustering outputs.
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Figure 4.4: Average Precision of The Output
Figure 4.4 shows the mean (over 50 runs) of the average precision of the
clustering output for each simulation case. The error bars show the standard
deviation of the average precision. Figure 4.5 shows the mean (over 50 runs)
average sensitivity of the clustering output for each simulation case. The error
bars shows the standard deviation of the average sensitivity. The blue, red and
green bars represent cases with 100, 500, and 1000 sample size respectively. In
the three-letter label for every group of three bars, the first letter refers to the
purity of the generative model, with “P” being “Pure” and “I” being “Impure”.
The second letter refers to the linearity of the latent-latent connection, with “L”
representing linear connections and “N” representing non-linear connections. The
third letter refers to the linearity of the latent-measured connection, the letter
“L” and “N” have the same meaning as the case of the second letter. For example,
“PNL” represent the case in which the generative model is pure, with non-linear
latent-latent connections, and linear latent-observed connections. We generated
50 models of each kind, except that due to time limitations, the sample size 100
PNN case has 40 runs, and the sample size 500 PLN case has 10 runs. The run
times varied between 44 and 1328 seconds.
The correct number of clusters in each case is 3, and the average number of
clusters output ranged between 2.7 and 3.1 for each kind of model and sample size,
except for PNN. As expected, non-linearities for the latent-observed connections
degraded the performance, and the number of clusters for PNN at sample sizes
100, 500, and 1000 were1.05, 1.38, and 1.54 respectively.
In general, as expected, the result is better as the sample size increases, and
is worse when there are impurities adding to the graphical model. The nonlinear latent-latent connections do not have an obvious effect upon the clustering
output. However, as expected, when the non-linear latent-observed connections
are added to the generative model, the mean value of the purity is lower than the
corresponding linear cases, and the standard deviation of the two measures starts
to increase. Most notably, in the case of “PNN”, the interaction of the two kinds
of non-linearities renders most of the clustering result being very large clusters
(as indicated by the small number of clusters output). That is why the average
precision becomes very small while the average sensitivity is relatively large.
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Figure 4.5: Average Sensitivity of The Output

4.4.2

Real Data

We applied FTFC to six data sets in R for which there are published bifactor
models (see the “Bechthold” help page in R). We ran FTFC at 5 significance
levels 0.05, 0.1, 0.2, 0.3, and 0.4 and chose the best model. In some cases where
there were multiple clusters which together did not pass a chi-squared test, we
chose the best individual cluster. In Table 1, p is the number of variables, n is the
sample size, indicators is the number of indicators in the output, clusters is the
number of clusters in the output, and p − value is the p-value of the best model.
Because we did not have access to the original raw data (just the correlation
matrices), we could not divide the data into a training set and a test set, leading
to somewhat higher p-values than we would expect if we calculated the p-value
on a separate test set.
Data Set

p

n

indicators

clusters

p − value

Thurstone

9

213

6

1

0.96

Thurstone.33

9

417

5

1

0.52

Holzinger

14

355

7

1

0.23

Holzinger.9

9

145

6

1

0.82

Bechtholdt.1

17

212

8

1

0.59

Reise

16

1000

13

2

0.32

Table 1: Results of Application of FTFC to R data sets.
We also applied FTFC to the depression data. Lee’s model fails a chi-square
test: p = 0. Although the depression data set contained too many variables to
test how well FTFC performed overall, we did use it to test whether it could remove impure variables from given clusters (formed from background knowledge),
leading to a model that would pass a chi-squared test. Using the output of FTFC
at several different significance levels, the best model that we found contained
a cluster of 9 coping variables, 8 stress variables, and 8 depression variables (all
latent variables directly connected) with a p-value of 0.28.
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The Linear Acyclic Case

A bifactor model is a model in which there is a single general factor that is a cause
of all of the indicators, and a set of “specific” factors that are causes of some of
the indicators. It is a special case of a two-factor model. The schmid function
in R takes as input a correlation matrix and (at least 3 specific) factors, and
outputs a bifactor model; it first performs an ordinary factor analysis and then
transforms the output into a bifactor model (which is a proper supermodel of
one-factor models). We compare FTFC algorithm to a FTFC-schmid algorithm
hybrid on real and simulated data.
We turned the two-factor model described in the previous set of simulations
into a linear bifactor model by collapsing three of the latent variables from different clusters into a single variable. We did not find any functions for reliably
automatically estimating the number of factors in a bifactor model, so we compared the FTFC algorithm to a FTFC-schmid hybrid, in which FTFC provided
the number of factors input to schmid. The hybrid FTFC-schmid algorithm removed 1.6% of the intra-cluster impurities (e.g. X1 , X2 , X3 ), and 48% of the
inter-cluster impurities (e.g. X11 , X20 , X21 , X30 ) while removing 8% of the pure
variables. In contrast, FTFC removed 61% of the intra-cluster impurities, and
58% of inter-cluster impurities, while also removing 30% of the pure variables.
While FTFC incorrectly removed many more pure variables than the hybrid
FTFC-schmid, for the purposes of finding submodels that pass chi-squared tests,
this is far less important than its superiority in removing far more of the impure
variables
We then compared schmid to FTFC on the Reise data. The published bifactor
model (Reise et al., 2007), the output of the schmid function in R with 5 specific
factors (as in the published model), and versions of both of these models that
removed the same variables that FTFC algorithm did, all failed chi-squared tests
and had p-values of 0. The output of FTFC removed 3 of the 16 variables, and
combined the five specific factors into two specific factors (with the exception of
one variable). We turned the resulting two-factor graph into a bifactor graph,
and it passed a chi-squared test with a p-value of 0.32.

4.5

Future Research

Further research into making the output of FTFC more reliable and more stable
is needed. It would also be useful to automate the use of chi-squared tests of the
output models and to combine the strengths of the schmid and FTFC algorithms.
The ultimate goal of the clustering is to find causal relations among the latent
variables; when clusters have multiple latent common causes, some edges become
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unidentifiable (i.e. the parameters associated with the edge are not a function of
the covariance matrix among the measured variables). Computationally feasible
necessary and sufficient conditions for identifiability of linear models are not
known, and the possibility that the relations among the latents are non-linear
complicates these issues further.
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Chapter 5
Causal Clustering In Context
5.1

Humans, Computers, and Science

FOFC and FTFC, alongside the supporting proofs of their correctness, have significance beyond their practical value as tools for scientists to use. By using
computer algorithms to discover novel theoretical entities, these algorithms encroach on humanity’s seemingly privileged roles in science. In particular, humans
have been the principal agents in the scientific process whenever some form of
creativity, ingenuity, or intuition are required. Examples of scientific tasks where
humans enjoy a privileged status include hypothesis generation, theory construction, and the creation/discovery of theoretical entities and terms.
While this project shows that modern computers are capable of more than
previously thought, there is still a large gap between the causal clustering methods here and a robust, human-like understanding of a theoretical term. Human
scientists are still in a privileged position for defining the measured variables that
are given as input to the clustering methods, as well as identifying sets of variables that could plausibly all be indicators of the same unmeasured variable of
interest. Causal clusters over a set of measured variables from one survey also
don’t, on their own, say anything about whether those clusters will generalize to
other surveys intended to measure the same factors with different items. Causal
clustering methods do provide a way to check if such a generalization occurs,
though; by using all of the above items for one group of respondents, data could
be collected with all of the measured variables together, and the clustering algorithms could be used to see if the two sets of measured variables cluster together
or not.
Despite these limitations, the very existence of FOFC and FTFC bears certain implications about the nature and limitations of scientific inquiry, as it has
been claimed in the past that such methods are, loosely speaking, impossible.
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For example, Hempel wrote: “But such a feat of discovery, I concluded, was impossible for a computer because the theory in question makes use of terms, such
as atom, molecule, valence bond, and many others, which do not occur at all in
the description of the experimental data given to the computer. What general
mechanical rules of discovery could possibly yield the novel concepts required
for the explanatory theory?” (Hempel, 1985) This last question was meant to
be rhetorical and to have a negative answer. He concluded from this that humans possess some kind of creative faculty that no computer (of the artificial sort
currently available) could mimic.
Hempel goes on to spell out his concerns in more detail, which he summarizes in two main points. The first of these points is that there is an important
distinction between making discoveries within specific well-defined domains with
“hypotheses that are expressible in a language with fixed logical structure and a
fixed vocabulary” (Hempel, 1985), and discovering “comprehensive theories which
require the introduction of a new vocabulary and the formulation of theoretical
principles in terms of it” (Hempel, 1985). I feel that Hempel is raising an interesting point, but is perhaps placing the emphasis in the wrong place. It is trivial
for digital computers to introduce new names, and as it was shown in chapter 3,
it is possible for computers to learn theoretical principles in terms of those names,
e.g. when learning that one discovered latent variable causes another. The focus,
instead, should be on whether such theories are comprehensive. The algorithms
introduced in this dissertation can discover latent variable models, but they say
nothing about how the latent variables in those models relate to anything except
the observed variables in that model. This is a severe limitation, as the discovered theory—the latent variable model—could be only as comprehensive as the
observed variables that it is learned from.
What, then, constitutes the comprehensiveness of a set of observed variables?
An obvious response would be to have a larger set of observed variables, but this
does not seem to quite catch the meaning of comprehensive: after all, I could
have outrageously specific measured variables, such as if I repeatedly measured
the mass of every fiber in every piece of clothing that I own. Such a data set would
contain an enormous number of observed variables, but would be comprehensive
only of the masses of the fibers in my clothes, and not of any broader domain in the
physical sciences. Instead, it seems that some observed variables are themselves
more comprehensive than others: repeatedly measuring the mass of arbitrary
objects seems to be more comprehensive than repeatedly measuring the mass
of my pen, for instance. At this time I am not aware of any serious measure
of the comprehensiveness of a variable or a set of variables, however, so while I
agree with Hempel that this issue of comprehensive theories is a problem that
automated methods have yet to overcome, I do so only tentatively; perhaps future
work will make the notion of comprehensiveness more precise in a way that can
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be leveraged by automated discovery methods.
Hempel’s second concluding point notes that scientific theories should not only
explain the data, but be “appropriate” as well. Here Hempel is referring loosely to
the general problem of selecting from competing theories that can reproduce the
data equally well, but may be different in other ways, such committing themselves
to different unobserved entities. Notions such as the simplicity of the theory often
play a role in making these decisions, but Hempel correctly points out that there is
as yet no unambiguous criteria for preferring one theory to another in all scientific
domains (though not for want of trying!). Identifying such a criteria does not
seem to be a problem within the domain of science itself, as the question pertains
to how science ought to be conducted in the first place, and so we cannot fault
automated methods for not producing one. Hempel argues that without such a
criterion, the question of whether automated methods can find theories that are
better than those that humans find lacks meaning, but to me this argument feels
weak. After all, it also follows that we cannot unambiguously select from amongst
human created theories, and yet human scientists make such selections frequently.
Why theories constructed by computers, rather than by humans, should require
a more precise criteria for evaluating their appropriateness is unclear to me.
Certainly they require precise input and specifications to function, but that is
not the same as saying we cannot compare the theories they produce to those
produced by humans in the same way that we compare two theories both created
by humans. Further, when working within particular scientific domains, it suffices
to have a concept of, e.g., simplicity, that applies within that domain. For the
kinds of statistical models considered in this dissertation, we do have precise
formally defined notions of simplicity.
Putting aside, then, the issue of comprehensiveness, this brings us back to
Hempel’s rhetorical question, “What general mechanical rules of discovery could
possibly yield the novel concepts required for the explanatory theory?” Exploratory factor analysis appears to offer a variety of direct answers, by providing
a variety of mechanical rules of discovery that could possibly yield the novel concepts required for an explanatory theory. And for decades these methods have
been used by practitioners for that very purpose. A reply that Hempel might
make to the existence of these methods is to re-emphasize that a counterexample
must be a general mechanical rule. The same point was raised more than a decade
later, and with more precision, by Bartholomew (Bartholomew and Knott, 1999).
Bartholomew argues that the correctness conditions for factor analysis are
implausibly strict. “When we come to models for relationships between latent
variables we have reached a point where so much has to be assumed that one might
justly conclude that the limits of scientific usefulness have been reached if not
exceeded.”(Bartholomew and Knott, 1999) Within the scope of factor analytic
methods this argument is quite strong, as they do make implausibly strict assump74
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tions. The recent correctness proofs for FOFC and FTFC, however, demonstrate
that one can justify inferences about the relationships between latent variables
based on far weaker assumptions than those that Bartholomew references. Of
course, it is possible that they are still not weak enough.
Another problem faced by factor analysis, which is also discussed in (Bartholomew
and Knott, 1999), is the rotation problem. The rotation problem is that the factor loadings in the models output by factor analysis are underdetermined by the
data: for any specific values of the factor loading matrix, there are an infinite
number of other factor loading matrices that will entail the same distribution over
the observed variables. These rotations will result in factors that are potentially
interpreted very differently, despite the overall model being indistinguishable in
terms of its entailed observed distribution. The usual response to this problem
has been to choose a “simple” factor loading, which is generally understood to be
one with a large number of zeros, but no single method of rotation has been identified as the universal solution to this problem. (Bartholomew and Knott, 1999)
observe that “there could be no empirical ground for preferring one rotation to
another”.
Factor modeling faces more difficulties than just those mentioned above. For
example, Bartholomew (Bartholomew and Knott, 1999) has shown that in the
case of Gaussian factor models, a mixture model that draws from more distributions than there are factors in the factor model is capable of producing a
distribution with an equivalent mean and covariance matrix. Another problem
was raised by Thomson (Thomson, 1916), who showed that a very large number of uncorrelated factors randomly influencing the measures can also produce
a distribution with an equivalent mean and covariance matrix. Unfortunately,
a complete review of the status of factor modeling is beyond the scope of this
project, and so I do not investigate those particular problems here.
In the rest of this chapter, I will discuss three topics that pertain to how FOFC
and FTFC fit into the broader scientific world, as it currently exists. First, I will
briefly review the distinction between descriptive and causal modeling, as that
distinction will be useful in future discussions. Second, I will compare causal
clustering methods to factor analysis more generally, identifying when and how
causal clustering ought to be incorporated into the tool set of any practitioner
using factor analytic methods. Third, I will return to the issue of the correctness conditions of FOFC and FTFC, and evaluate the plausibility of its more
vulnerable assumptions.
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Descriptive Modeling and Causal Modeling

A graphical model may be causal or it may be only descriptive.1 There is an
ontological distinction between the interpretation of the edges, and of latent variables, in the two cases. Variables in causal models are variables that can, at
least in principle (Woodward, 2003) be intervened upon or manipulated. This
gives them a certain kind of substance as, if the model accurately reflects the
real world, there is something out there in the world that can be manipulated,
separately from other things. Intuitively, a latent variable in a causal model corresponds to something that exists independently of the things that measure it,
even though its real world value is unobserved in practice.
Latent variables used descriptively, on the other hand, serve purely computational purposes that streamline the mathematics in the model. Such models are
used only to show how the data can be described in a different way, analogous
to (though not identical to) principal component analysis. Descriptive latent
variable models are often helpful and informative for practitioners insofar as the
practitioners may develop new insights, intuitions, or hypotheses by using them,
and they may also improve predictions for the observed variables, but they do not
offer strong evidence for analyzing or postulating the existence of new theoretical
terms. Descriptive methods only describe the existing variables in a different way:
the latent variables in such methods are functions of the measures, rather than
entities that exist independently of the measures. As such, descriptive methods
are not equipped for defending claims about variables not found in the data.
In the past, some practitioners, statisticians, and philosophers have argued
that only experimental data with interventions can be used to justify a causal
model, precisely because they believed that experimentation was the only way
to eliminate hypotheses involving latent common causes (Fisher, 1935). That
position entails that data which has been collected solely through observation
without manipulation, such as in the collection of survey data where the respondents are not varyingly primed or otherwise manipulated, could not be used to
learn a causal model. In such instances, they might argue, any model of the data
captures purely descriptive statistics, without any causal interpretation.
Recently, there has been significant work on causal discovery which rejects
this position, and investigates the methods and conditions for learning causally
interpreted models from purely observational data (Pearl, 2000; Spirtes et al.,
2000). It is outside the scope of this project to review that literature in detail,
however it is worth noting that numerous methods for learning causal information from observational data have been developed, along with formal proofs of
1

I do not claim that every graphical model is one or the other, but I focus only on those two
classes here.
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their correctness when certain conditions, which vary from method to method,
are met. There is thus reason to believe that a practitioner could, under some
conditions—namely those in which the appropriate causal inference assumptions
are plausible—rationally use modern algorithms on observational data to identify
and defend a causal model.
Causal clustering methods offer another kind of causal model discovery tool
to be used with observational, rather than experimental, data. That they assist
in the creation of causal factor models, and not merely descriptive factor models, is critical to their use in identifying substantial unobserved variables, rather
than merely constructing functions of unobserved variables that are useful for
organizing or visualizing the data.

5.3

Causal Clustering Versus Factor Analysis

Factor analysis is a heterogeneous collection of statistical methods, typically divided into two main categories: exploratory factor analysis and confirmatory
factor analysis. Methods in these two categories play very different roles, so I
will discuss their relation to causal clustering separately.

5.3.1

Confirmatory factor analysis

Confirmatory factor analysis complements, and should be used in conjunction
with, causal clustering methods. The two sorts of methods do not conflict at all,
as they serve different purposes. Causal clustering is a tool for discovering factor
models, and confirmatory factor analysis is a tool for evaluating factor models. I
advise any practitioner looking for good, explanatory, defensible factor models, to
use that specific process: use causal clustering to find models, and confirmatory
factor analysis to evaluate them. Whenever possible, the second, confirmatory
step, should be run on different data than that used to learn the model.
Confirmatory factor analysis strengthens some of the weaknesses of causal
clustering. A prime example of this is that while non-star structures can trick
FTFC into outputting causal clusters that do not correspond to pure 2-factor
measurement models, confirmatory factor analysis can detect that the model
output by FTFC is not actually a good fit for the data. This has been verified with
examples, where data was generated by a non-star structure, and then clustered
with FTFC and fit to a 2-factor model: the resulting 2-factor models failed
a confirmatory factor analysis tests on their corresponding data sets. In the
other direction, causal clustering provides a tool which is completely absent from
confirmatory factor analysis: the ability to search quickly through the enormous
space of factor models.
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Exploratory factor analysis

The relationship between causal clustering and exploratory factor analysis is more
complicated. Overall, however, the principal difference is that exploratory factor
analysis methods should be treated as methods that discover descriptive models,
while causal clustering discovers causal models. The descriptive status of factor
analysis is evident in Thurstone’s language: “But there can be debate as to
whether we should describe the tests by a single factor even though one factor
is sufficient. It is in a sense an epistemological issue. Even though a set of
intercorrelations can be described in terms of a single factor, it is possible, if
you like, to describe the same correlations in terms of two or three or ten or any
number of factors.” (Thurstone, 1934) Here, clearly, Thurstone is speaking of
the factors as describing the measured variables, rather than causing them. It
is worth noting that sometimes users of factor analysis attempt to have it both
ways: they do not justify factor analysis by saying it discovers causal models, but
will still sometimes treat the resulting model as a causal model anyway.
This difference is reflected in the proofs that motivate and justify factor analysis, compared to those that motivate and justify causal clustering. Factor analysis
focuses on finding a factor model that approximately reproduces the observed correlations, while minimizing the number of factors and non-zero factor loadings in
the graph. There is no reference to causation, only to goodness of fit and simplicity. In some ways this is advantageous, as assumptions about causation are often
controversial. When causal relations are the target of investigation, however,
it is necessary to commit oneself to assumptions that bridge the gap between
causal relationships and empirical data. The causal assumptions that researchers
have been willing to consider so far do not fit nicely with the goodness of fit
or simplicity measures that factor analytic methods use, in the sense that simply committing oneself to those assumptions does not allow for the proofs about
factor analytic methods to be extended to theorems stating that the output of
such methods can correctly be interpreted causally. It is possible that someone
might develop new theories about how causal structures in the world relate to
statistical features of data, and then use those theories to prove causal theorems
about factor analysis, but I do not expect to see such developments occur.
Because factor analysis and causal clustering are solutions to different kinds
of inference problems, I do not believe that causal clustering should be considered
a complete replacement for exploratory factor analysis, or that exploratory factor
analysis should no longer be used. If a practitioner is interested solely in finding good causal models with factors, however, then causal clustering should be
strictly preferred to exploratory factor analysis: causal clustering is faster, more
accurate, and more reliable for a far larger class of data generating cases. This
was demonstrated in chapters 3 and 4, and has previously been demonstrated
78

Erich Kummerfeld

Theoretical Entities

in (Glymour, 1997) and (Silva et al., 2006). However, practitioners are often
interested in other scientific goals as well, such as developing their intuitions or
forming new hypotheses.
For these other tasks, exploratory factor analysis could still be used, as it
provides a different perspective on the data in circumstances where, for example,
there may be no pure measurement models for causal clustering to find. Even if
there are pure measurement models for causal clustering to find, using exploratory
factor analysis could still help a practitioner visualize and understand their data
set. As such, causal clustering is only a partial replacement for exploratory factor
analysis.

5.4

Assumptions In Practice

The methods in this thesis make weaker assumptions than those of factor analysis.
However, one could still argue that even these methods require assumptions that
are too strong for a rational scientist to commit to.
I believe that there are domains in the social sciences where it is rational to
make these assumptions, and therefore automated discovery of theoretical entities
is feasible. It is important to consider the source of the observed variables, though.
For instance, survey questions are designed, rather than found, and as such it
is plausible for domain experts to construct their survey items to maximize the
likelihood (informally) that they will meet the correctness conditions for causal
clustering methods. Ultimately, applications to real data will be the real test.
There are a variety of potential assumptions to evaluate, but I will focus on
the two that I most expect to be attacked: the linearity of the observed variables,
and n-tad faithfulness.

5.4.1

Linearity of Observed Variables

There is some evidence that the vanishing n-tad theorems could be extended
to cases where particular nonlinear functions relate the measured variables to
the factors. The important feature seems to be that they are nonlinear in the
same qualitative ways, e.g. are all sine functions, or all parabolas, and so forth.
Further, in our simulations, we have found that it is actually quite difficult to
generate data which is all of the following: nonlinear, produces “nice” correlation matrices whose values do approach 1, produce data that do actually appear
nonlinear, and induce errors in FOFC or FTFC.
There are some additional reasons, though, to not be too worried about the
strictness of these assumptions. In terms of the domains they are applied, one
significant benefit of using survey data is that practitioners can always make new
79

Erich Kummerfeld

Theoretical Entities

surveys or modify old surveys, find a new group of respondents, and collect another data set with different measured variables. Since it is the case, practitioners
can (and do!) design their surveys with the aim of creating measured variables
which respond linearly to the factors they are supposed to measure. If certain
survey items prove to be problematic, they can be discarded, and a new survey
designed without it. This has significant implications for domains that rely on
survey data, as it allows for some of the burden to be shifted from data analysis
to data collection.

5.4.2

n-tad Faithfulness

For any fixed n, n-tad unfaithful parametrizations are Lebesgue measure 0 with
respect to the total parameter space, so any density function without poles will
assign the event that such a parametrization is drawn probability zero. The
larger problem is that the probability that a parametrization is close to being
n-tad unfaithful is not 0, and statistical tests on finite data will be unable to
distinguish these cases from statistical noise. In practice, the solution to this
is to keep collecting data, such that these nearly n-tad unfaithful margins are
made smaller and smaller. Further, in order for violations of n-tad Faithfulness
to actually have an impact on the output of FOFC or FTFC, they would have
to occur everywhere for a subset of observed variables. The number of required
violations becomes large very quickly: if there are v observed variables, adding
just one impure variable to an otherwise pure cluster of size c would require on the
order of v times c choose 2 violations of n-tad Faithfulness. As such, while small
clusters in small data sets might be somewhat vulnerable to n-tad Faithfulness
violations, large clusters in large data sets are not.
Also, like the issue with non-star structures and 2-factor measurement models,
if we are aiming to find models that will do well when tested by confirmatory
factor analysis, then the worst we can do is find no such model. That merely
puts us back to the drawing board, rather than committing us to false theories.

5.5

Summary

Assumptions are justifiable with measured variables that are designed to meet
those criteria, such as survey items. It is more difficult to say what the situation
may be with found variables, such as in econometrics and biology, but even
then, the space of SEMs that generate the kinds of covariance matrices that are
observed in practice, seems to favor those which are at least well-approximated
with linear functions.
Regarding the future of factor analysis, clustering serves as a replacement
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for exploratory factor analysis for some but not all purposes. Exploratory factor
analysis can and should still be used by practitioners who are interested in exploring their data set, developing intuitions and perhaps forming hypotheses. When
it comes to finding actual causal models however, and inferring the existence of
unmeasured variables of at least causal substance, then exploratory factor analysis should be wholly replaced by causal clustering methods. Several methods,
potentially in combination, are viable for learning causal models based on the
output of a causal clustering method: MIMbuild along with CFA, or potentially
the bi-factor function in R again followed by CFA, are both feasible methods
depending on the background knowledge available. Similarly, investigations of
the causal relationships between unmeasured variables should limit themselves
to using the output of causal clustering methods in conjunction with MIMbuild
and/or CFA.
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Chapter 6
Learning Latent Variable Graphs
From Time Series
In the final chapter of this dissertation, I lay the foundation for learning latent
variable models from time series data. This work has unfortunately not yet culminated in an inference algorithm, however the concepts, proofs, and conjectures
in this chapter are important steps towards that end.

6.1

Introduction

There are many methods for attempting to extract causal, or even just dependency, structure from time series data. Some algorithms focus on graphical models (Dahlhaus and Eichler, 2003; Eichler, 2012; Ghahramani, 1998; Murphy, 2002),
others on the time series aspect (Sims, 1980), and still others attempt to merge
the two perspectives (Demiralp and Hoover, 2003; Hoover, 2001). Despite these
differences, all of these algorithms share the assumption that all causally relevant
variables are measured in the input datasets. That is, they assume that we know
about, and are able to measure, the factors that matter for multiple variables in
the system.
Structure learning algorithms can clearly fail when this assumption is violated.
For example, suppose V2t ← V1t−1 → V3t (where superscripts denote time). If V1
is unmeasured, then our structure learning algorithm can be led to think that V2
is a contemporaneous cause of V3 (or vice versa), when in fact neither causes the
other. The problem of unmeasured variables is also a well-known challenge for
methods such as Granger causality (Chu and Glymour, 2008; Granger, 1988).
This chapter provides a theoretical analysis of the impact of unmeasured or
latent variables on structure learning from time series data. Section 6.3 contains
a sound and complete set of rules for transforming a dynamic causal graph GV
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over variables V into the corresponding dynamic causal graph (technically, a more
complex object described in Section 6.2) GO , where O ⊆ V. That is, I provide
a method that characterizes the impact of unmeasured variables when the “full”
graph is known.
The single variable removal case is solved first, resulting in a set of equations that are easy to calculate. Simultaneous removal of multiple variables is
treated afterwards, resulting in a more complex set of equations that may be
computationally intractable in practice. While it seems intuitively obvious that
repeatedly removing single variables should result in the same graph as removing
the same set of variables simultaneously, proving that theorem turns out to be
very difficult: the rest of that section contains a partial proof of this theorem, as
well as some unproven conjectures which are required to complete the proof.
Finally, section 6.4 considers the backwards inference problem, where the goal
is to infer a LVM from the observed graph and edge lag indices. It includes a brief
overview of the task, some problems that will need to be overcome, a motivating
example, and finally some proofs relating observed infinite edge lag indices to
unobserved loops in the data generating model.

6.2

Formalism and Assumptions

A dynamic causal graphical model consists of a graph GV over nodes for random variables V at the current timestep t, as well as every preceding (relative)
timestep that contains a direct cause of a random variable at t (denoted by Vjt−i ).
There is additionally a probability distribution or density P (V) over the nodes
in GV , but this paper will abstract away from parametric considerations. We
assume both that our measurements are at the proper causal timescale, and also
that there is no contemporaneous causation. We additionally assume for theoretical simplicity that GV is first-order Markov and so GV contains nodes for V
at times t and t − 1.
In this context, it is computationally simpler to work with compressed graphs
(Danks and Plis, 2013) that encode the temporal information directly in the edges.
For a dynamic causal graphical model HV , let HV over V be the compressed
graph representation such that Vi → Vj in HV iff Vit−1 → Vjt in HV . Compressed
graphs can be cyclic, even when the corresponding dynamic graph is acyclic;
for example, At−1 → B t and At ← B t−1 becomes A  B. Figure 6.1 shows
some examples of dynamic causal models and their corresponding compressed
graphs. The large arrows labeled “C” point from a dynamic causal model to its
corresponding compressed graph, while the large arrows labeled “M” represent
the marginalization first of the variable C and then of B from the set of observed
variables. As the example shows, compressed graphs generally contain far fewer
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nodes and edges than their corresponding dynamic causal models, which can
make them easier to interpret.
A sequence σ in compressed graph GV is an ordered list of edges {Xσ(1) ∗
− ∗ Xσ(2) , Xσ(2) ∗ − ∗ Xσ(3) , . . . , Xσ(n−1) ∗ − ∗ Xσ(n) } in GV , where ∗ − ∗ indicates
that any edge orientations are permissible. A path between A and B is a finite
sequence with Xσ(1) = A, Xσ(n) = B, and Xσ(i) 6= A, B for 1 < i < n. A directed
path from H (“head”) to T (“tail”) is any path {H → . . . → T }. For example,
in Figure 6.1, the compressed graph in upper right has two directed paths with
B as the head and D as the tail: {B → C, C → D}, and {B → D}.
A trek τ is a pair of directed paths π1 , π2 with same H and the first edges
of π1 , π2 are different. In general, either π1 or π2 could be empty (i.e., directed
paths are special cases of treks), so define a non-trivial trek to be one in which
both π1 , π2 are non-empty. In Figure 6.1, the compressed graph in the upper
right includes numerous treks, including ({B → A}, {B → D}) and (∅, {A →
B, A → C}). A cycle λ is a directed path from A to A. The same example
compressed graph contains some cycles, such as {A → B, B → A}. Finally, a
cycle-restricted directed path (CRD-path) π is a directed path such that no subpath cycles occur more than once. A (non-trivial) CRD-trek is a trek composed
of (two) CRD-paths.
Causal connections can extend over multiple timesteps when some variables
are unobserved; for example, if A → B → C, then A’s influence on C (if B
is not observed) takes two timesteps. We thus augment the compressed graph
representation with edge lag indices, or just edge lags, that indicate the time
{2,4}

lags at which the causal influence occurs. For example, X −−−→ Y means that
X t−2 → Y and X t−4 → Y . Additional examples of edge lags can be found in
Figure 6.1.
{2}

Edge lags can depend on the set of measured variables; for example, X −−→ Z
only when Y is not observed. Figure 6.1 shows an example where the presence
or absence of C influences the edge lag for B → D, as the edge lag is {1} when
C is observed, but {1, 2} when C is marginalized out. Let dV
AB be the edge
V
lags for A → B relative to V. In the “true” GV , dAB = {1} if A → B and
∅ otherwise. dV
AA can sometimes be nonempty, such as when A → A in GV
(indicating At−1 → At in GV ).
When variables are unobserved, we can also have bidirected edges X ↔ Y
indicating an unobserved common cause. To specify edge lags for bidirected
edges, we must arbitrarily specify a variable ordering, ≺, over V. Given such
V
an ordering, let bV
XY be the set of bidirected edge lags where n ∈ bXY means
X t−n ↔ Y t when X ≺ Y in the arbitrary ordering. If, on the other hand, Y ≺ X
t−n
in the variable ordering, then n ∈ bV
↔ X t . In other words, the
XY means Y
index is equal to the time index of one endpoint minus the time endpoint of the
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Figure 6.1: Example showing dynamic causal models, corresponding compressed
graphs, and marginalization.
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other; which time index is subtracted from which depends on the ordering ≺ over
the variables. Note that edge lag indices on bidirected edges can be negative, and
t
t
that regardless of the variable ordering, 0 ∈ bV
XY means that Y ↔ X .
V
O
All bXY = ∅ for the “true” GV ; for O ⊂ V, we can have bXY 6= ∅, even for
X = Y . Figure 6.1 shows an example of a bidirected edge in the compressed
graph in the bottom right. This bidirected edge is the result of removing B
from the compressed graph above it, which contained both a B → A edge and a
B → D edge.
For both directed and bidirected edges, note that the absence of an edge can
be equated to the edge being present but having a particular parameter value,
namely the empty set: ∅. Whether the edge is absent or has parameter value ∅,
it makes no difference to the graph’s implications: a ∅ parameter on a directed
edge means that no time lag of the effect changes in response to the cause, and a
∅ parameter on a bidirected edge means that there is no difference in time lags
between the variables that is correlated without an observed explanation. As a
mathematical convenience, I assume in the following that all edges are included,
but edges might have the appropriate ∅ parameter value if they are inert or
nonexistent.
Any path π determines an ordered list of d and b sets depending on the edges
in π, and similarly for treks (and the CRD restrictions). For convenience, let l π
be the ordered list of edge lag sets, and similarly for l τ . For example, if we let π
be the path {A → B, B → D} in the compressed graph in the middle of Figure
6.1 (where only A, B and D are observed), then l π is {{1}, {1, 2}}.
Finally, several operators will be useful. For sets
L A, B, let A ⊕ B = {c : c =
ai + bj , ai ∈ A, bj ∈ B}. For multiple sets, define ni=1 A = A1 ⊕ A2 ⊕ . . . ⊕ An .
Similarly, let A B = {c : c = ai − bj , ai ∈ A, bj ∈ B}. Note that generally
P
A B 6= B A. For a set B, let hBi = {b : b = |B|
i=1 αi Bi , αi ≥ 0}. Note
that since αi can be 0 for all i, 0 is always an element of hBi. In general,
hAi i ⊕ hBj i = hAi , Bj i.

6.3

Forward Inference: Variable Removal

In order to lay the foundations for the backward inference problem, it is useful
and informative to solve the forward inference problem. This provides a way
to check that any backwards inference is sound (the proposed originating graph
or graphs could have actually produced the observed graph) and provides some
insight into how to approach the backward inference problem. However, a solution
to the forward inference problem does not provide an immediate solution to the
backwards inference problem: one cannot simply brute force through all possible
generating graphs because that set of graphs is infinitely large (since the only
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constraint on the size of the variable set that the graph spans is that it is at least
as large as the observed set of variables).
Let GV be a causally sufficient, fully sampled, compressed graph; let W ⊆ V;
let {O, U} be a partition of W. The forward inference problem is: given GW ,
what is GO ? That is, what would be the fully sampled compressed graph over O
if the variables in U were not observed?
I employ a direct strategy leveraging the interpretation of edge lag indices in
a compressed graph. Edge lag indices represent the time delays between directly
correlated values in the observed variables connected by that edge. Since the
values are directly correlated, these correlations can not be derivable from the
values of other observed variables. This means that only unobserved variables
may exist on the path between the two correlated variables (potentially none,
in the case where the edge lag index is the singleton {1}) which corresponds to
the observed edge between them. As such, by enumerating all the correlationinducing paths between members of O which cross only through nodes in U, all
possible ways in which the removal of U from W can induce edges in GO are
accounted for.

6.3.1

Single Variable Removal

I will begin by looking at the special case where only a single variable is being
marginalized out. Throughout this section, I will make references to Va , Vr and
Vb ; I am using a convention where Vr is the variable being removed, and the edge
under consideration goes from Va to Vb , which in the case of self-loops are the
same variable.
The strategy, as described above, is to consider all of the paths which will
disappear when the variable is removed, and how those paths will or won’t affect
the edges between the remaining variables. Some paths won’t lie on any trek
from one remaining variable to another, and will simply disappear. Other paths
will be subsumed into existing edges, or create new ones. When only a single
variable is being removed, the number of paths to consider is small, and so I
simply work through them one by one. This process results in a method that is
certainly correct when starting from an unmarginalized compressed graph, but
it must be proven that the process is correct when starting from marginalized
compressed graphs as well. Section 6.3.3 contains a proof that the process is
correct for directed edges when starting from a marginalized compressed graph.
It remains to be proven that this extends to bidirected edges as well.
In the following, I treat any absent edges as being present but having a lag
index of ∅, in much the same way that the matrix equation form of a linear
structural equation model treats absent edges as having a linear parameter of 0.
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As discussed earlier, an edge lag of ∅ is equivalent to the edge being absent altogether, so this will have no practical impact, but will simplify the mathematics.
Inducing self-loops on single variables
First I consider the case where Va = Vb , since self-loops, both of directed and
bi-directed edges, are possible.
dV
a

Va
bV
a

dV
ra
bV
ar
dV
ar

V\{Vr }

dV
r

da

Va

Vr

V\{Vr }

bV
r

ba

(a) Before Vr is removed.

(b) After Vr is removed.

Figure 6.2: Edge parameters for computing induced self-loops.
For the removal of Vr to impact the self-loops of Va , there must be a directed
edge from Vr to Va , i.e. it must be the case that Vr → Va . Otherwise Vr cannot be
on any active unconditioned trek from Va to itself, as it would be an unconditioned
collider on any such path (Vr ← Va and Vr ↔ Va both have arrowheads on Vr ).
Let the parameters for the different edge types be as follows: Par(Vr → Va ) is dV
ra ,
V
V
V
Par(Vr ← Va ) is dar , Par(Vr ↔ Va ) is bra , Par(Vr → Vr ) is dr , and Par(Vr ↔ Vr )
is bV
r .
Two different kinds of self-loops can be induced on Va in this case: directed
self-loops and bi-directed self-loops. The parameters for any such induced loops
are unioned with any existing self loops of the appropriate type when moving
from the graph that includes Vr to the graph without Vr . I’ll cover the direct
loops first.
For directed self-loops, we need to account for all directed paths starting from
Va and going through Vr and no other variable in V. See Figure 6.3(a). These
paths necessarily begin by crossing Vr ← Va once, with parameter dV
ar . From
there, they can cross the directed self loop Vr → Vr , with parameter dV
r , any
nonnegative number of times. Finally the directed path needs to return to Va via
a single crossing of the Vr → Va edge, with parameter dV
ra . The end result is an
V
V
additional directed self loop Va → Va with parameter equal to dV
ra ⊕ dar ⊕ hdr i.
For bi-directed self-loops on Va , there must be an unmeasured, active trek
starting and ending at Va whose unique root variable is also unmeasured (and
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thus is not Va ; it cannot be a unidirectional path). This means that both ends of
the trek must have arrowheads pointed towards Va . We’re looking for such selfloops that are induced by the removal of Vr from the set of measured variables
V, so these treks must pass through Vr , though Vr doesn’t have to be the root of
the trek. As in the directed case, each trek must cross an edge once to get from
Va to Vr , potentially cycle about at Vr , and then cross an edge once back to Va .
In either case, the edge Vr ← Va cannot be part of the trek, leaving Vr ↔ Va and
Vr → Va as the possible single-crossing connectors between Va and Vr . Vr ↔ Va
cannot occur at both ends of the trek, however, as that would force a collider
to occur along the trek somewhere. This leaves only two kinds of treks that
can induce new bi-directed self-loops in Va when Vr is removed: those that cross
Vr → Va twice, and those that have Vr → Va at one end and Vr ↔ Va at the
other. I’ll cover these cases separately.
When the Vr → Va edge terminates the trek on both sides, then both the
directed and bi-directed self-loops on Vr may participate in the trek. See Figure
6.3(b). Each trek contributes a value to the parameter of the induced bi-directed
edge on Va equal to the difference in path lengths on each side of the root variable.
The directed self loops on Vr may occur on both sides of the trek, but the bidirected self loop on Vr can participate only once or none at all, and captures
information about the difference between the sides of the treks up to that point
rather than the lengths of the sides up to that point. As such, the bi-directed
V
self loop Va ↔ Va induced by these treks has parameter equal to [(dV
ra ⊕ hdr i)
V
V
(dV
ra ⊕ hdr i)] ⊕ ({∅} ∪ br ).
For the case where the trek terminates with Vr → Va at one end and Vr ↔ Va
at the other, the root node for the trek is crossed as part of the Vr ↔ Va edge.
As such, the bi-directed self loop on Vr cannot participate in these treks, since
it contains another root node. See Figure 6.3(c). Otherwise these treks are very
similar to those in the previous case, resulting in a bi-directed self loop induced
V
V
V
V
V
V
V
on Va to have parameter [(dV
ra ⊕hdr i) (bra ⊕hdr i)]∪[(bra ⊕hdr i) (dra ⊕hdr i)].

Inducing edges between variable pairs
In this section I consider the case where Va 6= Vb . There are a number of subcases
to consider. In all cases, Vr is between Va and Vb by convention.
As with the induced bi-directed self loops from the previous section, I will
consider the various different types of unmeasured treks through Vr that could
induce directional or bi-directional edges between Va and Vb in GV\{Vr } . As with
the induced self loops, such induced edges would, upon removing Vr from GV , be
unioned with the parameters of the existing edges and with the other induced
edges of the appropriate type (directed or bi-directed).
89

Erich Kummerfeld

dV
a

Va
bV
a

Theoretical Entities

dV
ra
bV
ar

dV
ar

dV
a

dV
r

Va

Vr

bV
a

bV
r

Va
bV
a

bV
ar

dV
r

Vr

dV
ar
bV
r

(b) Crossing Vr → Va twice.

(a) Inducing a directed loop.
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(c) Crossing Vr ↔ Va once.

Figure 6.3: Trek types for inducing self loops.
The edges amongst Va , Vb , and Vr are denoted as follows. The edge parameter
notation for the edges used in the section on induced self-loops remains the same.
V
V
For your reference, Par(Vr → Va ) is dV
ra , Par(Vr ← Va ) is dar , Par(Vr ↔ Va ) is bra ,
V
Par(Vr → Vr ) is dV
r , and Par(Vr ↔ Vr ) is br . This section additionally uses edges
between Vb and Vr . These edge parameters are denoted as follows: Par(Vr → Vb )
V
V
is dV
rb , Par(Vr ← Vb ) is dbr , Par(Vr ↔ Vb ) is brb .
Any edge-inducing trek between Va and Vb that passes only through Vr in GV
has to cross exactly one edge connecting Va and Vr , exactly one edge connecting
Vr and Vb , could potentially cross the bi-directional self loop on Vr , and may cycle
through the directional self loop on Vr any number of times on one or both sides
of the trek. Some combinations of edge crossings between Vr , Va and Vb don’t
produce edge-inducing treks, however, as they will include a collider somewhere
along their path (specifically, on Vr ). Treks of the following types will induce
no additional edges in GV\{Vr } : Va → Vr ← Vb , Va ↔ Vr ← Vb , Va → Vr ↔ Vb ,
and Va ↔ Vr ↔ Vb . This leaves 5 combinations of edge-types which can produce
edge-inducing treks. I’ll cover these individually, starting with the treks that
induce directed edges.
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(b) After Vr is removed.

Figure 6.4: Edge parameters for computing induced non-loops.
First consider the case where Va → Vr → Vb . See Figure 6.5(a). This sort of
trek can induce a directed edge from Va to Vb in GV\{Vr } that does not exist in GV .
Any bi-directed self loop on Vr cannot participate in any kind of edge inducing
trek with these edges since it would produce a collider on Vr , but a directed self
loop on Vr can participate in these treks. As a result, in addition to the starting
V
V
V
value of dV
ab , additional parameter values equal to dar ⊕ drb ⊕ hdr i will be induced
V\{V }
in dab r .
Va ← Vr ← Vb is the mirror case of Va → Vr → Vb . See Figure 6.5(b). The
above analysis, with minor modification, applies directly to it as well. The result
V
V
V
is that, in addition to dV
ba , parameter values equal to dra ⊕ dbr ⊕ hdr i will be
V\{Vr }
induced in dba
.
What remains are the treks that induce bi-directed edges. WLOG, let Va
come prior to Vb in the ordering of V (for the purpose of determining the sign of
the parameter values on bi-directed edges between them).
For the trek across Va ← Vr → Vb , both the directed and bi-directed selfloops can participate. See Figure 6.6(a). In these treks, the root node is either
Vr itself, or is hidden in Vr ’s bi-directed self loop. The bi-directed self loop does
not participate in the treks where Vr is the root. In both cases, Vr ’s directed self
loop can cycle freely on both sides of the trek. As in the similar subcase of the
induced bi-directed self-loops covered in the previous section, the parameter of
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(b) Inducing Va ← Vb .

Figure 6.5: Trek types for inducing direct edges.
the edge induced by these treks can be calculated as the difference between the
lengths of the trek on each side of its root. Since Vb is assumed to come later
in the ordering on V than Va , the bi-directed edge parameter induced in GV\{Vr }
V
V
V
(dV
by these treks is (dV
ra ⊕ hdr i) ⊕ ({0} ∪ br ), which simplifies to
rb ⊕ hdr i)
V
V
V
V
V
(drb ⊕ hdr i) (dra ⊕ hdr i) ⊕ ({0} ∪ br ). Note that this expression also captures
the trek where neither the directed self-loop or the bi-directed self-loop are used.
Similar to the two directed treks, the bi-directed treks of the forms Va ←
Vr ↔ Vb and Va ↔ Vr → Vb mirror each other. I will cover the first form in detail
and gloss over the details of the latter one.
In Va ← Vr ↔ Vb , the root node of every trek is hidden within the bi-directed
edge between Vr and Vb . The bi-directed self-loop on Vr cannot participate in
these treks since it would form a collider on Vr . See Figure 6.6(b). The directed
self-loop on Vr can occur only on one side of the trek, in this case the side towards
Va , and so it can only reduce the value of the induced edge parameter (in the
mirror case, it can only increase it). A different complication arises in the form
of whether Vr comes before or after Vb in the ordering on V. Such information is
necessary for interpreting the edge parameter bV
rb regarding whether the side of
the trek between Vr and the root is longer or short than that between Vb and the
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root. If Vb comes after Vr in the ordered, than a positive value of the bi-directed
parameter means that the Vb side is longer, which is in line with having a more
positive value for the induced bi-directed edge (since Vb also comes after Va ).
However, if Vr comes after Vb in the ordering (the opposite of how Va and Vb are
ordered), then a positive value of bV
rb means that the Vr side is longer, which is
in line with having a more negative value for the induced bi-directed edge (the
Va side of the trek is that much longer than the Vb side). So, let <V denote the
ordering on V, and let I(X) be an indicator function that outputs 1 if X is True
and -1 if X is False. For treks of the form Va ← Vr ↔ Vb , the bi-directed edge
parameter induced in GV\{Vr } is I(Vr <V Vb )bV
dV
dV
ra
r .
rb
Following similar reasoning, treks of the form Va ↔ Vr → Vb (see Figure
V
V
6.6(c)) induce the bi-directed edge parameter I(Va <V Vr )bV
ra ⊕ drb ⊕ dr .
Summary of Update Equations
Using the notation introduced earlier, we can express the edges in GV\{Vr } in
terms of the edges in GV . Note that these may not be the most reduced forms for
these update equations (especially for the bi-directed self-loop). Reducing them
further if possible is an open problem.
V\{V }
V
V
V
da r = dV
a ∪ (dra ⊕ dar ⊕ hdr i)
V\{V }
V
V
V
V
V
V
ba r = bV
(dV
a ∪ ([(dra ⊕ hdr i)
ra ⊕ hdr i)] ⊕ ({∅} ∪ br )) ∪ ([(dra ⊕ hdr i)
V
V
V
V
(bV
(dV
ra ⊕ hdr i)] ∪ [(bra ⊕ hdr i)
ra ⊕ hdr i)])
V\{Vr }
V
V
V
dab
= dV
ab ∪ (dar ⊕ drb ⊕ hdr i)
V\{Vr }
V
V
V
dba
= dV
ba ∪ (dra ⊕ dbr ⊕ hdr i)
V\{V }
V
V
V
V
V
bab r = bV
(dV
ra ⊕ hdr i) ⊕ ({∅} ∪ br )] ∪ [I(Vr <V Vb )brb
ab ∪ [(drb ⊕ hdr i)
V
V
V
dV
dV
r ] ∪ [I(Va <V Vr )bra ⊕ drb ⊕ dr ]
ra

6.3.2

Multiple Variable Removal

The simultaneous removal of an arbitrary number of variables is more complicated, and requires some additional notation and terminology. I apply the same
basic strategy as with single variable removal, however now the inducing paths
can be arbitrarily long and arbitrarily large in number. In particular, the length
of these paths permits a variety of different cycles that may or may not intersect
or contain each other, an issue that makes analysis difficult.
The function L() calculates the length of a finite directed path, allowing for
any sub-cycles in the path to repeat arbitrarily. To calculate L(π), first count the
length of the sequence π. Let that value be |π| (since π is an ordered list of edges,
the same edge may appear multiple times, so |π| is not the same as counting the
number of edges that occur in π.). Let π(n) be the n’th element of π, such that
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Figure 6.6: Trek types for inducing bi-directed edges.
π(1) is the first edge crossed in the path, and π(|π|) is the final edge crossed
L
1
in the path. The total index for this path is ti(π) = |π|
i=1 ind(π(i)). But this
doesn’t account for any cycles that may exist on π. To do so, first identify all of
the sub-cycles in π: let p L
∈ cy(π) iff p is a sub-cycle of π. The index contributed
by cycles is then ci(π) = p∈cy(π) hti(p)i. Summing the total path index and the
cycle index yields the length of the CRD-path π: L(π) = ti(π) ⊕ ci(π).
1

ind() is being used as a shorthand for index().
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Let ΠW,U
be the set of all CRD paths π with H, T ∈ O (possibly H = T )
d
and U ∩ nodes(π) = nodes(π) \ {H, T }. Let ΠdW,U (A, B) be the set of all CRD
paths in ΠW,U
which start at A and end at B. We can now state the forward
d
inference rule for directed edges (recall that W = O ∪ U):
[
=
L(π)
(6.1)
dO
AB
π∈ΠW,U
(A,B)
d

Essentially, this constitutes a complete search of all the directed paths from
A to B that pass only through variables that are being marginalized out. The
edge lag index for A → B consists of all and only the lengths of those paths.
Bi-directed edges can be dealt with in a similar manner, but first we must
introduce a new kind of trek. Heterogeneous treks (h-treks) are a generalization
of CRD treks that account for the possible existence of bi-directed edges in GW ,
since A ← B ↔ X → Y is a legitimate trek. h-treks are triplets, < τ (1), τ (2), e >
consisting of two CRD paths and a bidirected edge e, where at most one of these
elements can be ∅. If e = ∅, then we require H1 = H2. If τ (1) = ∅, then we
require e = H2 ↔ X, and by convention, treat H1 = T1 = X. Similarly if instead
τ (2) = ∅. If all are nonempty, then we require e = H1 ↔ H2 .
Using h-treks, we can use the same strategy we used with directed edges to
find the forward inference rule for bi-directed edges. Let ΠW,U
be the set of all hb
treks τ with T1 , T2 ∈ O and U ∩ nodes(τ ) = nodes(τ ) \ {T1 , T2 }. Let ΠW,U
(A, B)
b
W,U
be the set of all h-treks in Πb
which start at A and end at B. For any h-trek
τ , define lags(τ ) = [L(τ (1)) L(τ (2))] ⊕ ind(e) (recall that τ (1) is the CRD path
of the trek whose terminal node comes after the terminal node of τ (2)), with
the convention that L(∅) = 0. We can now state the forward inference rule for
bi-directed edges:
[
bO
=
lags(τ )
(6.2)
AB
τ ∈ΠW,U
(A,B)
b

In analogy with the directed edges, this equation constitutes a complete search
of all the paths in the graph that induce a correlation between A and B while
passing only through variables that are being marginalized out, but are not directed paths from A to B or B to A. The edge lag index for A ↔ B consists of
all and only the lengths of those paths.

6.3.3

Equivalence of Sequential and Simultaneous Variable Removal

Enumerating all the paths in ΠW,U
(A, B) and ΠbW,U (A, B) can be very comd
putationally intensive if U is large. In practice, it is much faster to iteratively
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W,{X}

W,{X}

remove one variable at a time, since Πd
(A, B) and Πb
(A, B) are small
enough that they can be expressed in a simple closed form and calculated quickly.
Before utilizing that method, however, we need to be sure that iterated removal
of single variables will result in the same graph as removing all those variables
simultaneously. In particular, it needs to be proven that iterated variable removal won’t induce any edge lag indices that simultaneous variable removal
won’t induce (soundness) and that iterated variable removal will induce every
edge lag index that simultaneous variable removal will induce (completeness). If
this turned out not to be the case, then that would mean that the equations for
single variable removal provided much earlier would not be guaranteed to work
on compressed graphs that had already been marginalized. Since the simultaneous variable removal equations are computationally infeasible, this would mean
that a new method for calculating the results of marginalization on a compressed
graph would need to be devised.
Let I ⊂ W, and let M ar(GW , I) be the function that computes GW\I from
GW and I via simultaneous edge removal, as described above. I conjecture that:
Conjecture 1. M ar(M ar(GW , I), {X}) = M ar(GW , I ∪ {X})
Since I, {X}, and GW are arbitrary, the equation in conjecture 1 entails
that iterated removal of singletons will produce the same graph as simultaneous
removal of those variables.
At present, I have only proven that the above theorem holds for directed
edges. Finishing the proof will require proving that it holds for bidirected edges
as well.
Theorem 4. The directed edges and edge lag indices in M ar(M ar(GW , I), {X})
are identical to the directed edges and edge lag indices in M ar(GW , I ∪ {X})
Proof. I proceed by first unrolling both sides of the equation in conjecture 1 for
directed edges, and simplifying the result:
[
[
Λi =
L(π) ∪
L(π)
(6.3)
π∈ΠW,I
(A,B)
d

W\I,{X}

π∈Πd

[

Λb =

W,I∪{X}

π∈Πd

(A,B)

L(π)

(6.4)

(A,B)

Theorem S
4 is equivalent to Λi = Λb .
S
Let Λ1i = π∈ΠW,I (A,B) L(π) and let Λ2i = π∈ΠW\I,{X} (A,B) L(π). It is immedid
d
ate that Λi = Λ1i ∪ Λ2i . We can likewise split Λb into two corresponding parts. We
W,I∪{X}
do so by breaking Πd
(A, B) into two sets. First, ΠdW,I (A, B) consists of all
96

Erich Kummerfeld

Theoretical Entities

W,I∪{X}

W,I∪{X}

paths in Πd
(A, B) which do not cross X. Second, let Πd
(A, X, B)
W,I∪{X}
consist of all paths in Πd
(A, B) that cross X at least once. It follows that
S
W,I∪{X}
W,I∪{X}
W,I
(A, X, B). Let Λ1b = π∈ΠW,I (A,B) L(π)
Πd
(A, B) = Πd (A, B) ∪ Πd
d
S
and let Λ2b = π∈ΠW,I∪{X} (A,X,B) L(π). Immediately, Λb = Λ1b ∪ Λ2b .
d
It is also immediately apparent that Λ1i = Λ1b . What remains to be shown,
is that Λ2i = Λ2b . This is accomplished in part by unrolling Λ2i into terms that
depend only on
S indices of GW .
W\I,{X}
Unrolling π∈ΠW\I,{X} (A,B) L(π), the first important observation is that Πd
(A, B)
d
is very small, consisting of only two paths in GW\I : {A → X, X → X, X → B}
and {A → X, X → B}. Λ2i is thus the union of only two L() sets, which have
the following values:
W\I

W\I

W\I

W\I

L({A → X, X → X, X → B}) = dAX ⊕ dXX ⊕ dBX ⊕ hdXX i (6.5)
W\I

W\I

L({A → X, X → B}) = dAX ⊕ dBX

(6.6)

Taking the union of these two sets provides a simplified representation of Λ2i :
W\I

W\I

W\I

Λ2i = dAX ⊕ dBX ⊕ hdXX i
W\I

W\I

(6.7)

W\I

To calculate the indices dAX , dXX and dXB in terms of GW , I apply the
simultaneous marginalization method of equation (6.1), and expand the L() terms
into their ti() and ci() components:
[
W\I
ti(π) ⊕ ci(π)
dAX =
π∈ΠW,I
(A,X)
d

[

W\I

dXX =

ti(π) ⊕ ci(π)

π∈ΠW,I
(X,X)
d

[

W\I

dXB =

ti(π) ⊕ ci(π)

π∈ΠW,I
(X,B)
d

Replacing the appropriate terms in equation (6.7) yields the set Λ2i expressed
solely in terms of GW :
Λ2i =

[

[ti(π) ⊕ ci(π)] ⊕

π∈ΠW,I
(A,X)
d

[

[ti(π) ⊕ ci(π)]

π∈ΠW,I
(X,B)
d

⊕h

[

[ti(π) ⊕ ci(π)]i (6.8)

π∈ΠW,I
(X,X)
d
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Finally, it will be convenient later to have the right side of this equation
expressed in only 3 terms. The result is nearly identical to equation 6.7, but will
simplify later steps:
[
W\I
Λ2i (A, X) = dAX =
ti(π) ⊕ ci(π)
π∈ΠW,I
(A,X)
d

[

W\I

Λ2i (X, B) = dXB =

ti(π) ⊕ ci(π)

π∈ΠW,I
(X,B)
d

[

W\I

Λ2i (X, X) = hdXX i = h

ti(π) ⊕ ci(π)i

π∈ΠW,I
(X,X)
d

Giving us the compact form:
Λ2i = Λ2i (A, X) ⊕ Λ2i (X, B) ⊕ Λ2i (X, X)

(6.9)

The next step of the proof is to show that the elements of Λ2b can similarly be
described in terms of the summation of 3 components, which correspond usefully
to those of Λ2i .
Expanding the L() term in the definition of Λ2b yields:
[
Λ2b =
ti(π) ⊕ ci(π)
W,I∪{X}

π∈Πd

(A,X,B)

In order to get a formulation of Λ2b appropriate for our purposes, we need to break
its ti() and ci() components down even further.
Let π(Y, Z) be the longest subpath of π that starts at Y and ends at Z. For
W,I∪{X}
any π ∈ Πd
(A, X, B), we can rewrite ti(π) = ti(π(A, X)) ⊕ ti(π(X, X)) ⊕
ti(π(X, B)). Since π(X, X) is by definition a subcycle of π, π(X, X) ∈ cy(π), it
follows that ti(π(X, X)) ⊆ ci(π), entailing that ti(π(X, X)) ⊕ ci(π) = ci(π). We
can thus rewrite the ti(π)
L⊕ ci(π) term as ti(π(A, X)) ⊕ ti(π(X, B)) ⊕ ci(π).
Recall that ci(π) = p∈cy(π) hpi. We will break cy(π) into three parts. Let
p ∈ cyAX (π) iff p is a subcycle of π(A, X), and similarly let p ∈ cyXB (π) iff p is a
subcycle of π(X, B). Let cy∗ (π) = cy(π) \ (cyAX (π) ∪ cyXB (π)). cy∗ (π) will thus
consist of all and only those subcycles of π that either cross X at least once, or
are subcycles
of π(X, X). cy(π) =L
cyAX (π) ∪ cyXB (π) ∪ cy∗ (π), so we can break
L
the
in ci(π) into three smaller
operations connected by ⊕ operations.
M
M
M
M
hpi =
hpi ⊕
hpi ⊕
hpi
(6.10)
p∈cy(π)

p∈cyAX (π)

p∈cyXB (π)
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For convenience, let the components of the righthand side of equation (6.10)
be ciAX (π), ciXB (π), and ci∗ (π) respectively. This gives us the more convenient
form:
ci(π) = ciAX (π) ⊕ ciXB (π) ⊕ ci∗ (π)
(6.11)
Λ2b can now be expressed as the following:
Λ2b =

[

ti(π(A, X)) ⊕ ti(π(X, B))

W,I∪{X}
π∈Πd
(A,X,B)

⊕ ciAX (π) ⊕ ciXB (π) ⊕ ci∗ (π) (6.12)
We can use the following terms to simplify this expression:
LA,X (π) = ti(π(A, X)) ⊕ ciAX (π)
LX,B (π) = ti(π(X, B)) ⊕ ciAX (π)
L∗ (π) = ci∗ (π)
Such that Λ2b can now be expressed with 3 terms that have a useful correspondence to the terms used to express Λ2i :
[
Λ2b =
LA,X (π) ⊕ LX,B (π) ⊕ L∗ (π)
(6.13)
W,I∪{X}

π∈Πd

(A,X,B)

The last major step of the proof is to use the forms of equations (6.9) and
(6.13) to show Λ2b ⊆ Λ2i and Λ2i ⊆ Λ2b .
W,I∪{X}
(A, X, B). It follows immediately that
Λ2b ⊆ Λ2i (Lemma): Let π ∈ Πd
W,I∪{X}
W,I∪{X}
π(A, X) ∈ Πd
(A, X) and π(X, B) ∈ Πd
(X, B). Therefor, by their
2
2
definitions, LA,X (π) ⊆ Λi (A, X) and LX,B (π) ⊆ Λi (X, B).
W,I∪{X}
By definition, any θ ∈ cy∗ (π) is either in Πd
(X, X) or is a subcycle of a
S
S
W,I∪{X}
path in Πd
(X, X). Thus θ∈cy∗ (π) L(θ) ⊆ θ∈ΠW,I∪{X} (X,X) L(θ). It follows
d
from the definitions of Λ2i (X, X) and L∗ (π) that L∗ (π) ⊆ Λ2i (X, X).
From the above containment relations, and the properties of ⊕, it follows
W,I∪{X}
directly that for arbitrary π ∈ Πd
(A, X, B), LA,X (π) ⊕ LX,B (π) ⊕ L∗ (π) ⊆
Λ2i (A, X) ⊕ Λ2i (X, B) ⊕ Λ2i (X, X). And since π was chosen arbitrarily, this proves
the lemma.
Λ2i ⊆ Λ2b (Lemma): The main problem here is that the segmented term can
include sequences of {πA,X , πX,B , πX,X }, and this concatenated directed path is
not necessarily a CRD-path, since the concatenation of CRD-paths does not have
to be a CRD-path. To make matters worse, the duplicate cycles can be introduced
in multiple ways, either within or across the three CRD-paths that are being
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concatenated together, and further, the duplicate paths can intersect with other
paths which are not duplicated. As a consequence, not only is {πA,X , πX,B , πX,X }
not itself a CRD-path, but there may be no mechanical procedure for constructing
a CRD-path from it such that the length (L()) of the CRD path contains that of
the concatenated path. Worse yet, it is not known at this time whether such a
containing CRD path must always exist.
Instead, I use a strategy that focuses on the individual elements of Λ2i , and
show that each individual element y ∈ Λ2i is also in the length of some CRDW,I∪{X}
path π ∈ Πd
(A, X, B). The proof is by contradiction, and so it does not
construct the appropriate CRD-path for each y ∈ Λ2i , but rather shows that if
there is a y ∈ Λ2i without such a CRD-path, a contradiction follows.
W,I∪{X}
Let y ∈ Λ2i . By contradiction, assume there is no π ∈ Πd
(A, X, B)
2
s.t. y ∈ L(π). Since y ∈ Λi , there must be directed paths πAX , πXX , πXB such
that L(πAX ) ⊕ L(πXX ) ⊕ L(πXB ) = y. Let Z be the set of variables touched by
πAX , πXX , and πXB , and let HZ be the compressed graph over Z consisting of
all and only those edges included in πAX , πXX , and πXB . Let the concatenation
of πAX , πXX , and πXB be πc . πc is of course a directed path in HZ from A to
B, and y ∈ L(πc ). If all variables in Z aside from A and B are simultaneously
{A,B}
marginalized out, then y must be in dAB . However, by assumption there is
W,I∪{X}
no π ∈ Πd
(A, X, B) s.t. y ∈ L(π), which entails that there is no π ∈
Z,Z\{A,B}
Πd
(A, X, B) s.t. y ∈ L(π). As such, applying equation 6.1 to marginalize
{A,B}
{A,B}
HZ would not be guaranteed to find a dAB s.t. y ∈ dAB . This contradicts
the correctness of equation 6.1, concluding the lemma.
Finally, since Λ1i = Λ1b and Λ2i = Λ2b , and Λi and Λb are each equal to the union
of their parts, it follows that Λi = Λb . This concludes the proof for directed edges.

6.3.4

Another Lemma

I include this lemma as an aside. At one point it seemed it may be useful in
proving some more difficult theorems, but those proof strategies have not born
fruit.
Lemma 1. For w ∈ N, Z ⊂ N, x ∈ Z, if n ∈ w⊕hZi⊕hxi then n ∈ (w−x)⊕hZi.
Proof. Let w ∈ N, Z ⊂ N, x ∈ Z.
First, note that hZi ⊕ hxi = hZi because hxi ⊆ hZi.
Second, I will show that: w ⊕ hZi ⊆ (w − x) ⊕ hZi. Let y ∈ w ⊕ hZi. There
must be some v ∈ hZi s.t. y = w + v. Since x ∈ Z as well, v + x = u ∈ hZi. We
can immediately derive that (w − x) + u ∈ (w − x) ⊕ hZi, and since (w − x) + u =
w + v = y, we conclude that y ∈ (w − x) ⊕ hZi.
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Finally, it follows directly from hZi ⊕ hxi = hZi and w ⊕ hZi ⊆ (w − x) ⊕ hZi,
that w ⊕ hZi ⊕ hxi ⊆ (w − x) ⊕ hZi. This concludes the proof.

6.4
6.4.1

Backwards Inference: Variable Introduction
Two Types of Backwards Inference

Backwards inference refers to making inferences about the data generating structure G V given information about the variables in O ⊂ V. There are two main
types of inference to consider. The first is to infer what models could have produced the observed features of O, and the second is to identify which of those
models is most plausible, or simplest, or best explains the observations, or otherwise maximizes some defensible objective function.
Both of the above inference problems can be further modified by restricting
the sort of observed information that is being used. Many inference methods
restrict themselves to considering only statistical features of a particular type,
such as the partial correlations amongst the observed variables, or the higherorder algebraic constraints used by FOFC and FTFC. Applying this restriction
to the first inference problem produces the following inference problem: What is
the set of LVMs that are consistent with the set of observed partial correlations?
At first glance this appears to be a problem that has already been solved
by FCI (Spirtes et al., 2000): if we apply FCI to the sort of time lag variables
that compose the DBNs prior to their being turned into compressed graphs, then
FCI will output an equivalence class of LVMs that are consistent with the set
of observed partial correlations amongst those time lag variables. Compared to
the problem domain that FCI is designed for, however, the problem identified
here allows for additional information to be used, and is concerned with a larger
class of potential data generating models. In terms of the additional information,
the time lags can be utilized, for instance, to identify whether or not there are
mediating variables between the observed variables, with larger time lag indices
indicating a large number of unobserved mediating variables and shorter time lag
indices indicating a smaller number of mediators. Regarding the overall class of
data generating models under consideration, properly expressing a compressed
graph with infinite edge lag indices in a single DBN requires the DBN to have an
infinite number of nodes, or time lag variables. Since FCI requires a finite set of
observed variables, an infinite set of time lag variables is outside of its scope. For
the special cases where there are no unobserved loops, and thus no edge lag sets
of infinite size, FCI does offer a partial solution, as it could be applied directly
to an appropriately restricted set of time lag variables, but would not identify
the unobserved mediator variables or other features of the graph that might be
101

Erich Kummerfeld

Theoretical Entities

accessible by leveraging the edge lag indices. Additional research is required to
extend that work to compressed graphs with unobserved loops.
In terms of objective functions for preferring one consistent LVM to another, it
is tempting to use a function that measures some notion of parsimony. Figure 6.7
contains an example illustrating why a notion of parsimony would be desirable,
and may help drive intuitions regarding how to construct a formal objective
function to capture it. Subfigure (a) shows a data generating model, (b) shows
the observed graph when only X and Y are observed, and (c) shows a different
data generating model that could have also produced the observed graph in (b).
{1}

X

{a}

R

{b}

Y

(a) CRD path with one loop.

{1}

X

γ

X

{a + 1}

R

{b}

Y

Y

(b) Observe infinite edge index,
γ = {x : x ≥ a + b}.

{a + b}
(c) Could infer multiple distinct paths.

Figure 6.7: One CRD path, or many?
If (b) is observed without knowing the true data generating model, would it
be preferable to infer that the data generating model is (a), (c), or some other
model? The equivalence class of models that could have produced the observed
model (b) includes any model that has a countable number of directed paths
from X to Y of incrementing length, plus at least one path with a loop. It also
includes some more interesting options that have multiple paths with loops, or
multiple paths without loops and one path with many large loops, and so on and
so forth. Of that entire set, though, (a) is the most parsimonious and attractive.
If further investigation and/or experimentation might be used to test which of
the many potential data generating models is correct, it does not seem wrong
to start with (a) and to move onto other options only if evidence against (a) is
found. It remains an open problem, though, to determine how to construct a
formal, general notion of parsimony that could be applied in that way for any
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observed compressed graph.
More generally, how to fully characterize the equivalence classes of possible
data generating models for particular marginalized graphs with edge lag sets remains an open problem. It is clear that under some circumstances, such as in
the example above, the equivalence class will be infinite. It would be very useful
to identify cases where the equivalence class is not infinite. Also, whether the
equivalence class is infinite or not, it would be very useful to identify cases where
all members of the equivalence class contain particular features. In the example
above, for instance, all such models that could have produced the observed compressed graph needed to include at least a + b − 1 unobserved variables mediating
the effect of X on Y .

6.4.2

Backwards Inference Algorithms

The basic theoretical problem for backwards inference is the following: given a
compressed graph with edge lag indices, what unmarginalized compressed graphs
could have produced it? Or in other words, what compressed graphs are there
such that removing some of their variables would result in the observed compressed graph? For any compressed graph which is conjectured as a possible
solution, the variable removal procedures discussed previously can be used to
check whether it is in fact a solution. However, since the space of graphs that
one could conjecture is infinitely large, a principled method for producing such
conjectures will be necessary: a thorough search is impossible. Ideally, conjectured graphs would also have additional virtues, such as using only a small
number of unobserved variables, edges, or both.
In practice, any backwards inference algorithm will need to take as input an
observed data set, and output either a single LVM, or a set of LVMs. Either
way, identifying the kinds of statistical features that the algorithm uses will be
important. Using only partial correlation information has certain benefits, as one
could then leverage the many existing theorems and methods that utilize only
that kind of information, but it also might be useful to include richer statistics
in order to determine the possible data generating models with more precision.
Backwards inference algorithms intended for use on real data will face at least
two problems. One of them is the problem of identifying infinite edge lag indices.
Any real world data set will necessarily contain a finite number of observations
of finitely many variables, and so not only will there be no tests for edge lag
indices beyond a certain size, but such edge lags cannot even be represented
without implicitly appealing to time lag variables that do not exist in the data
set. Further, even if one somehow had access to a data set with infinite time lag
variables, the influence of a variable on very distant future time lags will generally
become very small, approaching 0, whenever the values of the data generating
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model’s variables do not diverge towards infinity over time. Such small effects
would be very difficult to detect.
Another problem depends on the outcome of the first one: if infinite edge
lag indices are identified, how should they be dealt with? The example in the
previous section shows that one can potentially gain some traction by appealing
to parsimony, but the details of such an approach are as yet unsolved. Worse
yet, even if a formal notion of parsimony can be established, finding the most
parsimonious LVM may itself be very difficult. Mathematicians working on numerical semigroups have identified some methods for finding a set of loop edge
lags that could have generated the observed infinite edge lag set, but the result
is not guaranteed to be the simplest solution.

6.4.3

Theorems and Proofs

This section contains a few simple proofs relevant to backwards inference in this
domain. The principle result is that there are infinite edge lag indices in the
observed graph if and only if there is an unobserved loop in the data generating
model.
Lemma 2. Edge lag set dO
AB is finite only if there are no loops on any directed
V
path from A to B in G crossing only nodes in V \ O, where G V is the data
generating model.
Proof. I will prove the contrapositive. Let π be a directed path from A to B
in G V crossing only nodes in V \ O, s.t. π contains a loop. By definition, dO
AB
contains the lengths of all the paths from A to B in G V crossing only nodes in
V \ O, so L(π) ⊆ dO
AB . By definition, L(π) = ti(π) ⊕ ci(π), so |ci(π)| ≤ |L(π)|.
Let a loop in π be πl . ti(πl ) 6= ∅, so hti(πl )i is infinite. hti(πl )i ⊆ ci(π), so ci(π)
is also infinite, and so by the transitivity of ≤ and ⊆, dO
AB is infinite.
Lemma 3. Edge lag set dO
AB is finite if there are no loops on any directed path
V
from A to B in G crossing only nodes in V \ O, where G V is the data generating
model.
Proof. Let G V and O ⊂ V be such that there are no loops on any directed path
from A to B in G V crossing only nodes in V \ O. It follows that for any path π
from A to B in G V crossing only nodes in V \ O, cy(π) = ∅, so ci(π) = {0} and
therefor L(π) = ti(π). Since π is a path in G V , all of the edges in π have an edge
lag index of {1}, so ti(π) = {|π|}. V is finite, so ΠdV,O (A, B) is finite. I showed
that for every π ∈ ΠV,O
(A, B), L(π) is a singleton set, and that
ΠV,O
(A, B) is
d
d
S
O
finite, and so since the finite union of finite sets is finite, dAB = π∈ΠV,O (A,B) L(π)
d
is finite.
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Theorem 5. Edge lag set dO
AB is finite if and only if there are no loops on any
directed path from A to B in G V crossing only nodes in V \ O, where G V is the
data generating model.
Proof. Follows directly from Lemmas 3 and 2.
Corollary 2. Edge lag set dO
AB is infinite if and only if there are loops on some
directed path from A to B in G V crossing only nodes in V \ O, where G V is the
data generating model.
Proof. This is the contrapositive of Theorem 5.

6.5

Summary

The content of this chapter supports the future development of a backwards inference method that can discover a justifiable latent variable model for time series
data. Evaluating the soundness of such a method will require a way of checking
whether marginalizing out its latent variables will produce the observed graph,
and this project provides such a method. The proof that sequential and simultaneous variable removal are identical in their outcomes is especially nontrivial
and difficult, despite it being an intuitively obvious theorem.
A remaining problem to address before constructing and evaluating backward
inference algorithms is how to evaluate an output graph GW⊇O once it has been
determined that it could have produced the observed graph GO . A principle
such as minimizing the number of proposed latent variables could be warranted,
which would be a throwback to exploratory factor analysis. Alternatively, one
could aim to explain the presence of a large number of observed edges or edge lag
indices with a small number of factors. Either way, determining what provides
the warrant for inferring the existence of latent variables, beyond that they simply
are consistent with the observed data, is still an open problem.
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